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Many large, technology-oriented companies either have gone, or will go, through process reengineering as they try to streamline operations and increase efficiency.  At the heart of these process reengineering efforts are new information systems. But investments in information technologies have generally produced disappointing results, largely because companies tend to use new technologies to mechanize traditional ways of doing work instead of to transcend the tradition by redesigning work practices.

This thesis is concerned with information system development as an opportunity to redesign traditional work practices by creating new relations between workers, their computational tools and their tasks. The central argument of the thesis is that the knowledge required to redesign work practice cannot be simply acquired through interviews, observations and other types of analysis. Instead, it must be constructed in a social and evolutionary process involving all those with a stake in the development processes.

The Evolving Artifact Approach developed in this research provides computer-based support for system design and development understood as a process of social construction of shared knowledge. To ground this approach, a theoretical framework for Knowledge Construction is developed. A constructionist perspective focuses on the relationship between understandings and artifacts that can be inspected, experimented with and discussed. Knowledge construction is an evolutionary process of constructing artifacts and using them to gain new understandings. These new understandings are then used to further construct or modify artifacts, and the process continues.

The Evolving Artifact Approach operationalizes the idea of knowledge construction for system development. The approach includes (1) key strategies for participatory and evolutionary software development, and (2) computational support for the strategies. Knowledge construction in software development is driven by creating and refining software artifacts, which are accumulated in a single, evolving artifact. The evolving artifact approach was applied in an industrial system development project. A case study of this project illustrates the approach, and reveals opportunities and limitations to be addressed in future work. The results are used to draw implications for knowledge construction in the following contexts: (1) software development environments, (2) sustained software lifecycles, and (3) organizational learning.
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Chapter 1. Introduction

Many large, technology-oriented companies either have gone, or will go, through process reengineering as they try to streamline their operations and increase efficiency. At the heart of these process reengineering efforts are new information systems. But investments in information technologies have generally produced disappointing results, largely because companies tend to use new technologies to mechanize traditional ways of doing work instead of rethinking the way work is done [Hammer 1990].

This thesis is concerned with system development as an opportunity to reconcepualize work practices – to transcend the traditional ways of doing work by creating new relations between workers, their computational tools and their tasks. Development is seen as a cooperative effort between workers, who know their practices and implicitly know what a new system should do, and developers, who know the technological possibilities for new systems but not what technologies are appropriate for the worker’s practices. The problem for system development is to move from a tacit and distributed understanding of existing practices toward a shared vision of what new practices should be. 

To address this problem, a theoretical framework for Knowledge Construction is presented. The framework postulates that the knowledge required to redesign work practices should be constructed in an evolutionary and participatory manner, driven by the creation and refinement of external representations that support the following processes:

• activation of tacit and distributed knowledge about the existing work practices,

• communication of ideas and understandings, and

• envisionment of new ways of doing work.

The Evolving Artifact Approach operationalizes the idea of knowledge construction by combining a software development method with computational support. In the evolving artifact approach, systems are developed as evolving artifacts that embody constructed knowledge as well as facilitate the construction of new knowledge. The evolving artifact approach is supported by the Eva Knowledge Construction Environment.

The evolving artifact approach was applied to a system development project within a regional telephone company of NYNEX. Experiences from this project reveal strengths and limitations of the approach and indicate opportunities for future work.

1.1.
Motivating Problem

The major challenge to building shared visions of new work practices is to collect and synthesize knowledge from many different sources. This challenge is difficult because it involves stakeholders from many different backgrounds. Each stakeholder has a portion of the knowledge required to develop a new system, and a unique perspective of what the new system should be. 

The motivating problem for this research is the design of computational support for knowledge-intensive domains. In knowledge-intensive domains, workers use tools and rely heavily on information resources, such as documentation, to solve problems.

This thesis examines a particular instance of a knowledge intensive domain: Service Provisioning in the regional telephone company of NYNEX. An analysis of service provisioning focuses on the relation between workers, their tools and information resources. The analysis reveals that service provisioning workers solve ill-defined problems and learn as they work, but their tools do not provide adequate support for these tasks. The worker’s current tools often get in the way of problem solving and require them to perform error-prone operations. The worker’s information resources do not support the quick access to information that they need to solve problems and to learn in the processes. Workers in the service provisioning domain need tools that streamline their work and make information available instantly when it is needed.

A theory of computer tools as cooperative problem solving systems suggests requirements for computational support in knowledge-intensive domains. This theory suggests that systems should provide their workers with domain-oriented objects and knowledge delivery mechanisms. Domain-oriented objects support workers to solve ill-defined problems by allowing them to interact directly with the problem domain rather than with low-level computer abstractions, thereby enabling workers to take more of the problem context into account. Knowledge delivery is the active presentation of stored information that is relevant to a need the worker is experiencing. Knowledge-delivery mechanisms monitor the problem-solving process of workers, alert them to potential knowledge needs, and present relevant information stored within the system. Knowledge delivery mechanisms support learning while working by (1) alerting workers of a need to learn, and (2) finding and presenting information relevant to that need. Such mechanisms reduce the effort and time required to learn, and they embed learning into the context of problem solving.

Given that workers in knowledge-intensive domains need domain-oriented tools that deliver knowledge, the challenge for system development is to determine what form these tools and knowledge should take for a particular application domain. The problem investigated in this research is how to provide computer support to the people (both system developers and potential users) trying to design these forms.

The thesis of this research is: Can understanding system development in terms of knowledge construction improve our ability to redesign work practices in knowledge-intensive domains?

1.2.
Research Approach

The approach taken in this research is to intertwine theory, system building and assessment (see Table 1.1).

Table 1.1. Research Approach

Theory
System Building
Assessment

Knowledge Construction
The Evolving Artifact Approach 
The EVAService project 

The Knowledge Construction theoretical framework is a participatory and evolutionary paradigm for system design that focuses on achieving shared understanding  in domain-oriented software design. 

Based on the knowledge construction framework, the Evolving Artifact Approach for software development is proposed. Computational support for the approach is instantiated in the form of the Eva Knowledge Construction Environment.

The evolving artifact approach and computational support were assessed in an industrial software development project named EVAService. The EVAService project applied the approach to the design of new tools for Service Representatives at NYNEX. Experience gained from this project indicates limits and opportunities of the approach, and points to further research directions. 

1.2.1.
Theory: Knowledge Construction

As a framework, knowledge construction guides the construction of the shared understanding necessary to build domain-oriented systems in knowledge-intensive domains. Constructionist cognitive theories stress the relation between the physical and mental worlds. An example is the idea that we learn by interacting with the world – that we create an understanding of the world by creating objects, experimenting with them to see how they work, and modifying them to work better. A constructionist perspective is concerned with building things, both in the sense of building mental structures and material ones.

The framework for knowledge construction distinguishes key processes for constructing the knowledge required to develop systems in knowledge-intensive domains (see Figure 1.1). 
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Figure 1.1.  Knowledge Construction in Software Development

The key knowledge construction processes are activation of existing knowledge, communication among stakeholders, and envisioning of new work practices. These processes enable understandings of new work practices, and drive the evolution of the new system.

Knowledge construction in software development builds a shared understanding among stakeholders through the creation, discussion and modification of objects that can be seen or interacted with, such as a picture, a textual description, or a prototype. These objects are called representations for mutual understanding. Representations for mutual understanding support the expression of ideas which, through discussion and modification, come to embody shared understanding. In this thesis, the term, representation, will always refer to such external objects.

1.2.2.
System Building: The Evolving Artifact Approach

The evolving artifact approach is named after the software product that is developed. The product is an evolving artifact that functions both as design document and as a prototype. As a design document, it is an information space containing descriptions, comments, rationale, and any other type of documentary artifact that is normally produced in the course of software development. As a prototype it can present an interface to users that allows them to see and experience new design ideas. 

The evolving artifact approach is a set of four strategies for constructing knowledge in software development. The approach prescribes an iterative and cumulative process of creating, discussing and formalizing representations for mutual understanding. These representations are integrated in an evolving software artifact that contains both functionality and documentation.

Key Strategies in the Evolving Artifact Approach

(1) Represent to understand. Representations are used to gain an understanding of design issues. Representations support the construction of shared understanding by providing objects-to-think with that make ideas explicit and public.

(2) Discuss representations. Knowledge construction is driven by discussing the meanings, shortcomings and implications of representations, with the goal of increasing the shared understanding among stakeholders. Discussion that takes place around a representation adds meaning to it.

(3) Formalize. The goal for knowledge-construction is to construct a shared vision of what new work practices should be and how they should be support with computational tools. Prototypes are representations that enable users to experience and envision possibilities for new work practices. Prototypes require expressing domain knowledge in a form that is interpretable by the computer. This is what is meant by domain knowledge formalization. 

(4) Accumulate and structure products of (1) and (2). Knowledge construction is an evolutionary perspective of design in which shared understanding, as well as representations, are built in an incremental and cumulative manner. Previously constructed and discussed representations provide a context for current discussions and understandings. The idea is to capture a growing and shared understanding by accumulating representations.

The Eva Knowledge Construction Environment

The evolving artifact approach is supported by the Eva knowledge construction environment (see Table 1.2). 

Table 1.2. The Evolving Artifact Approach and Computational Support

Evolving Artifact Approach
Computational Support
Provided by EVA Environment

(1) Represent to understand
Descriptive Objects

(2) Discuss the representations
Annotations

(3) Formalize
Functional Objects

(4) Accumulate and structure products of (1) and (2).

-> Back to (1)
Hypermedia Information Space



The Eva environment provides materials for creating representations. It also provides a hypermedia substrate that allows individual representations to be formed into arbitrary structures, and ultimately into a single evolving artifact. Eva is used by software developers to create representations and to present them to the future users. Future users use Eva to see, experiment with and critique the representations.

1.2.3.
Assessment: The EVAService Project

The evolving artifact approach was applied in the EVAService project to design a new system for Service Provisioning at the regional telephone company of NYNEX. The EVAService project produced insights into opportunities and limitations of the evolving artifact approach in an industrial setting. These insights have contributed to software development practice at NYNEX, and provide directions for further investigation.

The EVAService project inspired a number of subsequent research efforts, both at NYNEX and at the University of Colorado. These efforts extend the Eva environment’s support for development, and add to our understanding of how knowledge construction can be realized in software development, particularly for knowledge-intensive domains. 

The evolving artifact approach offers insight into evolutionary software lifecycle models. It contributes to understanding how these lifecycle models can be set in motion, and also to an understanding of the forces that drive continual evolution of systems. An analysis of an existing evolutionary lifecycle model indicates that the knowledge construction framework can play an integrative role in understanding the relationship between development, use and ongoing evolution of computer systems.

1.3.
Who Should Read This Dissertation

This thesis deals with problems of designing software for groups of professionals or other knowledge workers, where design involves system developers and potential users working together to redesign work practices.

In-house software builders/designers, who develop systems for knowledge-intensive domains, will find this thesis useful as an alternate approach to organizing the development process. Unlike document-centered approaches which require developers to specify solutions in great detail before the problems are understood, the evolving artifact approach intertwines specification with implementation. The Eva environment will provide developers with ideas for integrating, understanding, and redesigning the vast information spaces of knowledge-intensive domains.

For organizations that need to support their workers in knowledge-intensive domains, this thesis presents a perspective of development as a learning processes. Whereas traditional approaches require user organizations to enter the development process with a clear understanding of their problems, the evolving artifact approach supports understanding to evolve as development progresses. The product of this approach is a self documented, evolving system that can change with the organization. Another benefit to organizations is a perspective on tools for workers that aim to reduce the need for classroom training and enable workers to perform a wider range of tasks.

For organizations interested in software processes, the evolving artifact approach can complement software process models that typically have little to say about the requirements process. This approach also has implications for improving design rationale capture and thereby reducing maintenance costs and supporting organizational learning.

Researchers interested in participatory design, computer support for design, and evolutionary software lifecycles will find this thesis to be an integrative framework for design and use of domain-oriented systems. The idea of knowledge construction is investigated primarily in the context of system development, but knowledge construction is also proposed as a framework for understanding and supporting continued development and evolution domain-oriented systems.

1.4.
Reading Guide

Chapter 2 describes knowledge-intensive domains in general and the service provisioning domain at NYNEX in particular. The service provisioning domain is used to illustrate the relationship between tasks, tools and information in knowledge-intensive domains, and to ground a discussion of what it means to redesign work in these domains. Redesign of work practice in the service provisioning domain provides a general setting for this thesis, and the specific setting for the case study presented in Chapter 6.

Chapter 3 presents the central problem to be addressed in this thesis: design of computational support for workers in knowledge-intensive domains. The chapter begins with a theoretical discussion of the type of systems and mechanisms that workers in these domains need. It then examines the challenges to designing these mechanisms. Existing approaches are presented and critiqued, motivating the need for a new paradigm for participatory and evolutionary software development.

Chapter 4 is concerned with providing a theoretical framework for this new development paradigm. The knowledge construction framework extends the constructionist perspective of knowledge to collaborative software design. It proposes representations for mutual understanding as the means to construct shared understanding among designers from different backgrounds.

Chapter 5 presents an approach and tool support to operationalize the idea of knowledge construction in software development. The evolving artifact approach and Eva knowledge construction environment provide guidelines and tool support for participatory and evolutionary development, and propose a new way to think about the development product – an evolving artifact that captures design knowledge as it is evolved into a domain-oriented system.

Chapter 6 returns to the setting described in Chapter 2 to present a case study of a project to develop new computational support for the service provisioning domain. This chapter describes how the evolving artifact approach and the Eva environment were used in this project, and forms the basis for an assessment of the approach in an industrial setting.

Chapter 7 begins with an assessment of the evolving artifact approach, including extensions to the Eva environment and future research directions. It then considers knowledge construction in the contexts of evolutionary software lifecycle models and organizational learning.

Chapter 8 concludes the thesis with a summary of the research approach and an enumeration of the contributions made by this research.

Chapter 2. Setting: Redesigning Work
in Knowledge-Intensive Domains

Knowledge-intensive domains are those in which workers are surrounded by information sources, but have difficulty accessing the information they need when they need it. Workers in these domains rely on external information resources to augment their mental abilities to comprehend and solve complex problems. The problem for workers isn’t the existence of information. It is that there is so much information available that relevant information is difficult to find when it is needed. Examples of knowledge-intensive domains include law, planning, and design. 

The amount of knowledge required to do work in knowledge-intensive domains is vast and constantly changing. The need for information often arises in the context of problem-solving, in which cases the needed information cannot be predicted a priori, but instead is determined by the demands of the particular problem-solving situation. Information sources are therefore necessary for learning while working, but the essential challenge is to find information when it is needed to solve a problem.

A special class of knowledge-intensive domains places severe time constraints on work, requiring that needed information be found very quickly. This class of domains includes telephone-based consulting, in which workers interact with customers over the telephone. These workers must locate and use information within the context of real-time conversation with the customer.

This chapter describes the particular knowledge-intensive domain of service provisioning at the regional telephone company of NYNEX. Service provisioning workers use computational tools and information sources as they interact with customers over the telephone. The domain of service provisioning provides a concrete setting for thinking about what it means to redesign work. This chapter presents a practice-oriented view of work that focuses on the tasks workers do, and the understanding needed to do the tasks. The development of new computational tools offers the possibility to change work by creating a new distribution of labor between workers, their tools, and their information resources. 

This chapter contains two sections. In the first, the service provisioning domain is described in terms of the tasks workers perform, the tools they use, and the problems they experience. The second section presents a perspective for redesign of work in knowledge intensive domains. Motivated by the problems experienced by service provisioning workers, this perspective highlights key tasks that workers in knowledge-intensive domains should be supported to do.

2.1.
Service Provisioning

Service provisioning is the design or modification of a telephone service configuration to meet a customer’s requirements. Telephone services are features that provide telephone functionality, such as call forwarding, or teleconferencing. Service representatives are workers, employed by the telephone company, who field calls from customers. While a customer and a service representative speak on the telephone, the representative accesses and enters information into multiple databases via a terminal. 

The number of services available (particularly for business customers) is very large, and there are constraints on how services may be combined. Customers calling in do not know what services are available, or how their particular needs can be met by the available services. It is the representative’s job to help customers define their needs for a telephone service and to explain the possibilities for addressing their needs. 

This section describes the domain of service provisioning in terms of the tasks workers do, the tools and information sources they use to do the tasks, and the problems they experience.

2.1.1.
Task

To design a service configuration, representatives must acquire and synthesize information from three sources: databases, paper-based documentation, and the customer. The databases contain information about the equipment at the customer’s site, as well as services available for the customer’s location. Paper-based documentation in the form of handbooks, manuals, and fliers provides information about the various services, the equipment they require, rates, and the information required to provision the services. The customers provide information about their particular needs, constraints, and preferences. 

The service configuration is initiated when the representative enters information into the databases. Once entered in databases, this information is used to coordinate several processes that are necessary to implement the service. A new service configuration requires action by the billing department, a new listing in telephone directories, and possibly the installation of new equipment at the customer’s premises. While the service representatives play only a part in the entire service provisioning process, they are the primary point of contact with the customer, and are often asked to track down problems that might have occurred anywhere in the process. Thus, service representatives play the role of consultant, salesperson, data entry clerk, and provider of miscellaneous information.

Service representatives spend three months in classroom training before they field calls from customers. Even with this training, it takes months or years of experience to become an expert representative, and even experts do not know everything there is to know about the domain of service provisioning. Much of what the representatives need to know to do their job is learned outside of their formal training. As many as five out of six calls the representatives receive do not involve provisioning a new service configuration, but are instead are requests for a wide range of information that falls outside their training and their job documentation. In addition, representatives must constantly update their knowledge to keep up with new services that the company introduces.
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Figure 2.1. The Service Representative’s Tools

Databases are accessed one at a time through a terminal. Documentation is in the form of Methods and Procedures manuals and the representatives’ handbook. Auxiliary tools, such as pad and pencil, calculators are used to jot things down and to calculate rates, respectively.

2.1.2.
The Service Representative’s Tools

Service representatives make use of many tools (see Figure 2.1) that can be grouped into computational tools and paper-based information resources.

Computational Tools

The representative’s computational tools are a constellation of mainframe databases, four or five of which may be required to provisioning a single service configuration. For example, one database contains information about the equipment currently installed at a given location, so representatives can advise customers on what new equipment may be required to implement a new service configuration. Another database contains billing and credit information for customers, so that representatives can avoid extending credit to customers that already owe the company money. Another database is used to record the information that customers wish to have listed in directories such as the white and yellow pages. There are also databases that contain information about what services are available for a given area, since the services available are dependent on the switching technology that has been installed in that area.

The databases are “legacy” systems, meaning that they have existed for some time, and are too large and expensive to replace or redesign, even though their technology may be outdated. The databases representatives use are separate systems; each database has its own interaction language. The databases present screens of information to the representative that contain fields for entering data. The screens for each database were defined by the MIS department and are the same for all users, regardless of the different tasks they might perform (in addition to service representatives, other users of the databases include billing, listing, field technicians, and so forth). Each screen has a large number of fields, each labeled by a five-digit code that must be memorized by the representative. Many of the fields on any given screen are not used for a given provisioning transaction. 

The databases are accessed through a terminal which can display screens from one database at a time. Because the terminals used by representatives can only display screens from a single database at a time, representatives must switch between databases in order to enter information supplied by the customer or to find information that is stored in the databases. During a provisioning transaction, representatives log in and out of several databases, search database screens for relevant fields, and enter data.

During a provisioning transaction, representatives typically visit around 250 database screens to access existing information and enter new information [Girgensohnet al. 1995]. Skilled representatives lead the negotiation process so they have access to the screen that contains relevant fields. When the customer volunteers information that must be entered on a screen that is not available, the representative must either find the correct database, screen and field, and enter the information, or remember it until the needed screen is visited later in the transaction. In the later case, representatives use scratch paper to record the volunteered information until it can be entered in the proper place. 

Another tool representatives use are hand-held calculators. The price and payment plan of a service configuration play an important role in the service negotiation. Based on information in the databases, the representatives enter rates into their calculators to provide rate quotes to customers. The databases themselves do not support the calculation of rates.

Paper-based Information Resources

Service representatives utilize large amounts of paper documentation that describe services and procedures for provisioning the services. 

The service representative’s handbook is a large (about three inches thick) collection of information that describes the services, sales techniques, rules for provisioning different types of services, information about the services themselves, rates, instructions for determining what hardware is required to support which services, and so forth. The handbook contains little information concerning the databases themselves.

Fliers are distributed periodically to describe new services or to notify representatives of special deals offered by the company. Periodically new pages are distributed which are to be inserted into the handbook to keep it up to date.

2.1.3.
Problems in Service Provisioning

The service provisioning process is error-prone, and becoming more complicated all the time as new services are marketed and as customers become more sophisticated in their telecommunication needs. Management wants to increase the range of responsibilities representatives handle, but current training and documentation are already perceived to be inadequate.

Service provisioning management estimates that 90% of orders submitted by representatives contain errors, and that, on average, orders containing errors must be resubmitted three times before they can be completed. These errors include:

• failing to specify all the information required for an order. The databases are passive receptacles for data. They cannot detect what services are being provisioned, nor whether the required data has been entered. 

• attempting to provision services that aren’t available in the customer’s location. The services available to customers depend on the switching hardware in place for their geographical area. As new switches are installed, new services become available. Often this type of provisioning error is not detected until field technicians attempt to activate a service that the local switch does not support.

• data entry errors. Service representatives must manually enter the same information in multiple databases. For example, a customer’s name might have to be entered in both the billing database and the listing database. Because the databases are each separate systems, they cannot detect that data has been entered in an inconsistent manner. 

• provisioning services that do not meet the customer’s needs. 
The service representative’s tools are contributing to problems that are only expected to become worse. Recent advances in telephone switch technology have increased the number and complexity of services that may be offered to customers. This puts an increasing strain on the existing documentation production and distribution processes, as well as increasing the knowledge that representatives need to do their job. This strain cannot be relieved using existing technologies, since the legacy systems cannot be replaced.

The service provisioning domain is therefore a candidate for “process reengineering” with the goals of reducing provisioning errors, improving customer service, and enabling workers to keep up with a changing domain. The following section  steps back to present a more general perspective of work in knowledge-intensive domains, again anchored by service provisioning.

2.2.
Redesigning Work

There is a growing acknowledgment of the need to re-evaluate the way work is thought of in industry [Sachs 1995]. Work has traditionally been seen as the accomplishment of tasks according to precise step-by-step processes. Workers are trained in a classroom setting that is removed from the context in which the work actually takes place [Scribner , Sachs 1990]. The work processes are explicitly documented in “methods and procedures manuals” that are intended to guide workers when they need information on the job.

Studies of what workers actually do indicate that this traditional perspective of work is impoverished. A practice perspective looks at the relation between what workers do, their tools and the understanding workers need to do their job [Wynn 1991]. Whereas traditional perspectives on work assume that workers create error, a practice perspective assumes that workers solve problems [Sachs 1995]. The practical understanding required to solve problems is seen to come from participating in the community of practice [Lave 1991] in which work is done. Often this understanding does not correspond to what is taught in training or what is contained in explicit job descriptions. Instead workers learn as they do work through innovative problem solving, even if this mode of learning is not explicitly supported either by their training or by the information resources provided them by the organization [Scribner , Sachs 1991]. Finally, from a practice perspective, computer systems are seen as tools for work, rather than the traditional view of computer systems as programming code that is executed by a computer. 

In the following two subsections, the tasks of solving ill-defined problems and learning while working are discussed. Descriptions of these tasks are grounded by the service provisioning domain, and raise implications for new tool support in knowledge-intensive domains (see Table 2.1).

Table 2.1. Knowledge-Intensive Tasks and Implications for New Computational Tools

Knowledge-Intensive Tasks
Problems for
Service Representatives
Implications

Solving Ill-defined Problems


Legacy databases obstruct communication between Service Representative and Customer
Need Human Problem-Domain Communication

Learning while working


Opportunities to learn are missed because relevant knowledge is hard to access. 
Need Active Information Resources

2.2.1.
Solving Ill-defined Problems

Ill-defined problems are those for which defining the problem is the problem [Fischer , Reeves 1992]. Service configuration design is an ill-defined problem because customers do not have a clear idea of what services are available or of their particular service needs. It is the job of the service representative to help define the problem by informing the customer of implications, constraints and options. Thus, representatives do not design a service configuration based on a complete and precise description of the customer’s problem, but instead work with the customer to negotiate a service configuration. During the course of this negotiation, the customer’s problem as well as the solution (in the form of a service configuration) are iteratively defined.

Because of the effort required to manage the databases, representatives are often too preoccupied with the their computational tools to focus on designing cost-effective solutions for customers. The service provisioning task is complex, due in part to the difficulties of understanding the customer’s needs and designing appropriate service configurations, and in part to the knowledge required to use the legacy database systems. The essential complexity of service provisioning is designing a cost-effective solution to the customer’s needs [Girgensohn 1995]. The “accidental” complexity [Brooks 1987] comes from managing communication with the mainframe databases (see Figure 2.2).
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Figure 2.2. Accidental Complexity in Service Provisioning

Much of the complexity service representatives deal with is due to the fact that the databases do not provide task- or domain-oriented support for the representatives. Attention that must be paid to dealing with cumbersome tools detracts from the attention representatives can pay to customers.

The current tools force representatives to interact with entities such as databases, screens and fields, that are not relevant to the essential task of solving the customer’s problems. Because of this accidental complexity introduced by the databases, service representatives must devote a great deal of attention to their tools. And because representatives have only a finite amount of attention, they cannot devote enough attention to the customers, who need help defining their problem. As a result, the customers may end up with a service configuration that does not match their needs, and the representatives often make errors in provisioning orders that add to the time between service is ordered and when it is actually implemented [Girgensohn 1995].

Service representatives need tools that eliminate accidental complexity and enable them to focus on the essential complexities of helping the customer. Rather than presenting database objects to the representative, tools for service provisioning should present objects that support the essential task of determining the customer’s needs and designing a cost-effective solution in the form of a service configuration.

Tools can have a profound affect on the ability of workers to solve problems. They “not only enable though and intellectual progress, but also constrain and limit the range of what can be thought“ [Resnick 1991]. Workers in knowledge-intensive domains need computational tools that support communication with domain-oriented abstractions that hide accidental complexity and manage essential complexity.

2.2.2.
Learning While Working

The amount and variety of knowledge required to do service provisioning precludes that representatives can have knowledge of every situation that might arise during any given provisioning task. External knowledge sources, such as documentation, are required to compliment the representative’s knowledge, augmenting the amount of knowledge that representatives can bring to bear on problem solving.

Representatives are not well supported by their tools to learn as they work. The representative’s paper-based documentation does not support them to learn new procedures because it is difficult to find information within the time constraints of real-time interaction with the customer, and because often the information they need is not contained in the documentation. As a result, representatives refer provisioning orders that require the use of a certain database, or that require an elaborate sequence of actions, to a more experienced worker when they lack the required knowledge.

Although representatives have access to large amounts of paper documentation, the difficulty of finding the information reduces the utility of the documentation. Representatives make mistakes or avoid performing difficult operations because they are not able to access needed information, because they are not aware that needed information exists, or because they are not aware that they need information in the first place.

Putting documentation in computational form, rather than in paper-based manuals, is the first step toward enabling representatives to learn while working. Storing documentation in a computer provides the potential for query mechanisms and point-and-click indexing techniques. However, while these techniques are necessary to speed the location of information, they do not address the problem that representatives must first know that they need information. Workers in knowledge-intensive domains require active information resources that can provide information even when the workers are not aware that they need it [Fischeret al. 1991a; Science , Board 1988].

2.3.
Summary

This chapter has described the service provisioning domain as an example of the more general class of knowledge-intensive domains. In knowledge-intensive domains, workers solve ill-defined problems and learn as they work. As is the case in service provisioning, tools and information resources can be a barrier to these essential tasks, effectively limiting worker’s abilities to do their job.

The domain of service provisioning and the task of process reengineering form the setting for this thesis. The following chapter examines the essential challenges facing such a reengineering effort. Chapters 4  and 5 present a theoretical framework and an approach for addressing these problems, respectively. Chapter 6 returns to the domain of service provisioning at NYNEX, and presents a case study of a project to redesign service provisioning practice.

Chapter 3. Problem: Designing Computational Support for Knowledge-Intensive Domains

This chapter describes the computational support necessary to support new practices in knowledge-intensive domains, and why is it difficult to design this computational support. The chapter argues that the primary challenges to system development are to collect and synthesize knowledge from many different sources, and to build shared visions of new work practices. These challenges are difficult because they involve stakeholders from diverse backgrounds. Each stakeholder has a portion of the knowledge required to develop a new system, and a unique perspective of what the new system should be. The chapter closes by arguing that redesigning work practice through new computational tools requires a participatory and evolutionary approach. 

A foundational theory of cooperative problem solving systems is presented, and based on that theory, computational techniques are proposed for workers in knowledge-intensive domains. These computational techniques are illustrated using an existing research prototype. The challenges for designing similar computational support for knowledge-intensive domains, such as service provisioning, are then described. These challenges are the central problems to be addressed in this thesis. A framework of existing and emerging software development approaches is presented to situate the remainder of this thesis.

3.1.
Theoretical Foundations

Computational support for knowledge-intensive domains requires a balance between opacity and transparency [Brown , Duguid 1992]. Systems should be transparent during unproblematic work, allowing the worker to concentrate on the activity of using the tool rather than the tool itself. During use, the tool should be ready-to-hand [Ehn 1988; Winograd , Flores 1986] – a part of the background that is taken for granted by the worker. Winograd and Flores describe the way a hammer is ready-to-hand to the person doing the hammering: “it is part of the hammerer’s world, but is not present any more than are the tendons of the hammerer’s arm” [Winograd and Flores 1986] .

On the other hand, computational tools for knowledge-intensive domains must become opaque, or present-to-hand [Ehn 1988; Winograd and Flores 1986] when workers need information, even to the point of interrupting work. The ability to shift between opacity and transparency is a distinguishing characteristic of computational tools.

Cooperative Problem Solving Systems [Fischer 1990; Fischer and Reeves 1992] provide a framework and prototypes for understanding how computational tools can shift between transparency and opacity as they are used to do work. Cooperative problem solving systems aim to augment human potential and productivity, rather than replace it. In a cooperative problem solving system, some of the work is delegated to the system, leaving workers free to do what humans do best: exercise common sense and interpret problematic situations. These systems attempt to increase their usefulness and usability through a tight integration between domain-oriented interaction objects and underlying domain knowledge. In the following subsections, domain-oriented objects and knowledge-delivery are presented as computational techniques for supporting workers in knowledge-intensive domains. 

3.1.1.
Domain-Oriented Objects

Domain-oriented objects allow users to interact with the problem domain rather than with the computer, per se. In a domain-independent software environment, users interact with general programming constructs. This forces them to focus on the raw material to implement a solution rather than to try to understand the problem. Human problem-domain communication [Fischer , Lemke 1988] is facilitated by objects that model the basic abstractions of a domain, thereby tuning the semantics of primitives to specific domains of discourse.

Domain-oriented objects would help the service representative by taking care of database communications, ensuring that orders are complete, adding up rates so representatives didn’t have to use calculators, and by requiring information to be entered only once. In these ways, domain objects would help the representatives to solve ill-defined problems by being ready-to-hand – transparent in the background.

Domain-oriented objects could also play an active role in helping representatives to understand and solve the customer’s problems. When objects support the representative to communicate information about the customer’s needs to the system, then the system can provide support for designing a service configuration for those particular needs. 

3.1.2.
Knowledge Delivery

Knowledge delivery is active presentation of stored information that is relevant to a need the user is experiencing. Users are often not aware of the need for information, and even if they are aware of the need, they might not be able to find relevant information quickly enough to warrant searching through a large information space. 

Knowledge delivery mechanisms allow cooperative problem solving systems to become present-to-hand, interrupting the work process to impart needed information to the user. Knowledge delivery mechanisms reduce the effort and time required to learn, and they embed learning into the context of problem solving [Fischeret al. 1993; Sullivan 1994].

Computational critics [Fischeret al. 1991b], are an example of a knowledge-delivery mechanism. Critics monitor the problem-solving process of users, alert them of potential knowledge needs, and present relevant information stored within the system. Critics bring stored knowledge to bear in the design activity by delivering information relevant to the user’s task at hand. 

Knowledge delivery mechanisms, such as critics, would support service representatives to learn on demand [Fischer 1991] by presenting needed knowledge, rather than requiring it to be looked up. In large information stores, such as the those associated with knowledge-intensive domains, where users only have a partial knowledge, learning on demand is the only viable strategy.

3.1.3.
Domain-Oriented Objects are Context for Knowledge Delivery

The techniques of domain-oriented objects and knowledge delivery are interdependent because the domain-oriented objects provide the context [Fischer 1993] required for knowledge delivery mechanisms to determine when knowledge is needed and what knowledge is needed. To illustrate the relationship between these techniques, they will be presented in the context of an existing cooperative problem-solving system prototype.

3.2.
An Example: The Kid Design Environment

In this section, the Kid (for “knowing in design”) research prototype [Nakakoji 1993] is presented to illustrate domain-oriented objects and knowledge delivery mechanisms, and how these mechanisms support problem solving and learning on demand. Kid is perhaps the most fully instantiated example of a domain-oriented design environment [Fischer 1994; Fischeret al. 1989] - cooperative problem solving systems that contain design tools and information repositories that support designers to understand, reflect on, and form their design.

The Kid system is oriented toward the domain of kitchen design, providing kitchen designers with objects oriented toward the domain of kitchen design, and kitchen design knowledge to help understand design issues. The domain-oriented objects and information are linked by critiquing mechanisms that identify knowledge needs and present the designer with knowledge.

3.2.1.
Domain Oriented Objects in Kid
Each of the on-screen objects in Kid is oriented toward the domain of kitchen design. Kid’s domain-oriented tools for creating kitchen designs include a palette of design components, a work area for configuring components into a floorplan, and a specification component for making goals and objectives of the design explicit (see Figure 3.1).
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Figure 3.1. Domain Oriented Objects and Knowledge Delivery in Kid
A Palette of domain-oriented objects provides design elements that are placed in the Work Area to form the kitchen floor plan. A Specification allows the designer to make their high-level design intentions explicit. Kid notifies designers of relevant information by presenting a Critic Message. When the designer clicks on the message, Domain Knowledge is presented.

The palette of domain-oriented objects includes kitchen appliances, such as sinks and stoves, and architectural elements, such as walls and doors. A designer using Kid constructs a kitchen floorplan by selecting items from the palette and placing them in the work area. The specification component is a tool for framing the design problem [Schoen 1983] – i.e., for specifying high-level information about the current design, such as the size of the family, the cooking preferences, and so on. 

The design tools in Kid support designers to solve ill-defined problems by enabling an iterative process of framing and solving the problem [Nakakoji 1993]. Kitchens are designed by placing kitchen objects, or by specifying information about the kitchen, in any order the designer desires. As the designer makes information about the current design explicit, the shared context is increased, and Kid is able to provide increasingly specific support.

3.2.2.
Knowledge Delivery in Kid 

The state of the work area and specification define the context for the Kid system to determine potential knowledge needs. As the design takes shape, the critiquing mechanism of Kid monitors the construction and specification component for violations of kitchen design principles.

The critiquing mechanism in Kid consists of several individual critics, each of which looks for violations of a specific kitchen design principle [Nakakoji 1993]. When a critic detects a violation, it displays a message on the screen, informing the designer that a kitchen design principle has been violated in the current design. In Figure 3.1, the work triangle critic has detected a violation in the work area and displayed a message. If designers wish to see information about this kitchen design principle, they may click on the message with the mouse, and domain knowledge concerning the work triangle is presented.

3.3.
Why it is Hard to Design Computational Support

The domain of kitchen design has proven to be effective for conceptualizing computer support for design. But it does not address the difficulties of implementing support for domains that are not intuitive to developers and that are not well-defined by existing tools. The mechanisms illustrated in the Kid system provide a technical framework for designing and implementing domain-oriented systems, but they do not determine what these mechanisms should look and behave like for a particular domain. This section describes the challenges for designing computational support for less well-understood domains, such as service provisioning.

Designing cooperative problem solving systems for a given domain (hereafter referred to as domain-oriented systems) is an intrinsically collaborative process made difficult “not because of the complexity of technical problems, but because of the social interaction when users and system developers learn to create, develop and express their ideas and visions” [Greenbaum , Kyng 1991]. The major source of complexity in design of domain-oriented systems arises from the need to synthesize different perspectives on the problems to be solved (how problems in the application domain can be addressed by a new computer system). These perspectives originate from the many stakeholder groups, such as users, managers, designers, and programmers, who are involved in system development. The fundamental challenge for building domain-oriented systems is to achieve shared understanding between groups of people that see the world in fundamentally different ways. 

3.3.1.
New Relationships Between Information, Tools and Workers

Simon writes that design is devising “courses of action aimed at changing existing situations into preferred ones” [Simon 1981]. In software design, this often means reconceptualizing existing domains to form new relationships between information, tools and workers. The goal in software design as a means to redesign work practices is to move from an initial condition, in which understanding of existing practices is tacit and distributed, to a desired condition in which understanding of what new practices should be is shared and constructed. 

The design of domain-oriented systems is, in effect, the design of new ways of doing work. Domain-oriented systems model their application domains, but at the same time they change the way work is done. The Kid system, for example, changes the domain of kitchen design by providing new materials that alter the way kitchen designers work. Traditional kitchen design materials (i.e., pencil and paper) are passive – requiring the designer to recognize violations of design principles. If the designer needs information to help understand a particular problem, this information must be manually found in external reference books. The domain-oriented objects in Kid “know” about basic principles for good kitchen design, and can alert designers when they are violating the basic principles, and instantly deliver knowledge that is relevant to the specific principle. 

The key challenge for design of domain-oriented systems is understanding what the current domain is and what the future domain should be; i.e. what entities should the system embody and how should they be represented. In Kid, the construction kit is based the long-standing tradition of kitchen design. Domain-oriented objects in Kid are direct mappings to familiar, physical world. Knowledge delivery mechanisms are based on well-understood and agreed-upon rules of thumb found in kitchen design textbooks (e.g., [Jones , Kapple 1984]). Importantly, the Kid system does not set out to create a new domain model, but rather to implement an existing one.

In redesign of work practices, it is not always the case that domain-objects are known. In the service provisioning domain, for example, it is not clear what domain-oriented objects a new system should contain. And because of the relation between domain-oriented objects and knowledge delivery, it is also not clear what domain knowledge will be required in a new system and in what situations this knowledge should be delivered. In the service provisioning domain, a new domain model must be created 

3.3.2.
The Symmetry of Ignorance

The knowledge necessary to design domain-oriented systems is distributed among potentially many stakeholders. Distributed expertise leads to a symmetry of ignorance [Rittel 1984], in which stakeholders each have only a part of the knowledge required to design systems. Consider the respective knowledge that users and developers bring to the development task. Users are domain experts who understand the practice (they know implicitly what the system is supposed to do) and system developers know the technology (they know how the system can do it). This distribution of knowledge results in a symmetry of ignorance between developers and users (see Table 3.1). 

Table 3.1. Symmetry of Ignorance Among Stakeholders

Stakeholders
Have
Lack
Consequence/
Danger

Users
Application domain knowledge
System development knowledge 
Fluctuating requirements

Developers
System development knowledge
Application domain knowledge 
Design disasters

Users lack the knowledge about the technological possibilities that is necessary for envisioning how their current work practices might be changed. While they are skilled users of the current tools, users cannot be assumed to have knowledge about what other technologies exist, and about the opportunities these new technologies offer for changing their work practice. A consequence of difficulty envisioning is that system requirements appear to fluctuate [Curtiset al. 1988]. In other words, as users learn more about the technological possibilities, their requirements change.

Developers are typically not experienced in the work practices of the application domain. Developers know how to build computational mechanisms, but they lack knowledge of what mechanisms are appropriate for a given application domain. This “thin spread of application domain knowledge” [Curtis 1988] can result in design errors when the developers do not have the knowledge to interpret the user’s requirements. In the worst case, these design errors can lead to design disasters, in which a system is built to address the wrong problems.

3.4.
Toward a New Paradigm for Software Development

Given that the essential challenge in design of domain oriented systems is to build a shared vision of a new work practice, we now turn to the question of how to meet that challenge. This section will present a framework for thinking about the relationship between developers and users, and the processes and products of design.

Table 3.2. Three Generations of Design Methods

Generation
Example
Design Knowledge
Design Products

First: Cartesian
Waterfall 


Exists. In the form of a general solution approach
Formal documents, considered complete and unambiguous

Second: Participatory
PICTIVE
Equally distributed between stakeholders, users control design
Paper mockups, scenarios, video, prototype

Third: Skill-based
Work-oriented


Open-ended. A product of interaction between developers, users, and the design products
Objects-to-think-with (workshops, mockups, evolving prototypes)

Design methodologists describe three generations in the development of design methods [Cross 1984] (see Table 3.2). These generations embody three different perspectives of design, in terms of design knowledge and design products. The three generations of design methods were articulated for the most part by industrial designers and urban planners, but they are also relevant to software development. The first two generations of design are well-established approaches that have found success and limitations through experience. The third generation in software engineering is an emerging paradigm that attempts to incorporate the best points from the first two, while overcoming their weaknesses. 

The three generations of design are now described in more detail. 

3.4.1.
First Generation: Cartesian 

First generation software engineering approaches focus on the technical aspects of building a system once the requirements are well known and formulated in a precise manner. Ehn describes this perspective as Cartesian, in which system development is assumed to be a process of rational decision-making, resulting in a series of products that describe the system in increasing formality [Ehn 1988]. Schoen uses the term, technical rationality to describe a perspective in which problems are solved by selecting an available solution means and applying it [Schoen 1983].

Example: The Waterfall model

The waterfall model of traditional software engineering is a first generation perspective. The model can be stereotyped in three phases (see Figure 3.2):

(1)
Requirements analysis: a requirement statement is produced by users, or by representatives of users, that describes what the new system should do.

(2)
Design: a specification is a plan describing how to implement the system so that it meets the requirements. The specification is produced by developers.

(3)
Implementation: a new system is built that instantiates the specification.
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Figure 3.2. First Generation Software Development

Traditional software development follows a waterfall model, in which analysis and design are upstream activities, and implementation is a downstream activity.

Traditionally, software engineering research has been concerned with the transition from specification to implementation (“downstream activities”) rather than with the problem of how faithfully specifications really addressed the problems to be solved (“upstream activities”) [Belady , Lehman 1985]. Many methodologies and technologies were developed to prevent implementation disasters [Sheil 1983]. The progress made to successfully reduce implementation disasters (e.g., structured programming, information hiding, etc.) allowed an equally relevant problem to surface: how to prevent design disasters [Sheil 1983] – meaning that a correct implementation with respect to a given specification is of little value if it does not solve the real problem to begin with.

Requirements

The goal of the requirements phase is to produce a document that describes the functionality that a system should have. Requirements analysis, domain modeling and knowledge acquisition are all approaches that assume that it is possible to precisely and completely document the application domain knowledge necessary to build a software system. While knowledge acquisition originated within the field of artificial intelligence and requirements is from traditional software engineering, these two approaches have become essentially the same as artificial intelligence techniques are incorporated in conventional systems practice [Byrdet al. 1992]. The domain modeling approach assumes that there exists a common conceptual model of the domain shared by all stakeholders and the problem is simply to identify what this model is and codify it [Prieto-Diaz , Arango 1991].

Although there is growing evidence that system requirements are not so much analytically specified as they are collaboratively evolved through an iterative process of consultation between users and software developers [Science , Board 1990], many first generation development efforts do not take this into account. As a result, these efforts suffer from the thin spread of application knowledge and fluctuating requirements.

Users can know their requirements only vaguely at best because system development is an ill-defined design task, in which the problem can cannot be understood before attempts at solving it are made [Rittel , Webber 1984; Simon 1981]. New requirements emerge during development [Fischer and Reeves 1992], because they cannot be identified until portions of the system have been designed or implemented.

Because much of the user’s knowledge is tacit [Polanyi 1966], “only a small and perhaps insignificant part of design knowledge can be expressed in verbal descriptions” [Ehn 1988]. Assuming that users can state their requirements or knowledge explicitly creates a blindness to what cannot be stated explicitly, and underutilizes their knowledge.

Specifications

In first generation approaches to software design, the specification document is produced by developers as a plan for implementing the user’s requirements. The specifications are assumed to contain all the application domain knowledge necessary to implement the system so that contact with users is not necessary. 

The main objective of formal specifications is that they are “formal,” which means that they are manipulable by mathematics and logic and interpretable by computers. The danger of formal specifications is that when users’ requirements are formalized by developers during the system analysis phase, information is unavoidably lost [Winograd and Flores 1986]. Specification errors often occur when developers do not have sufficient application knowledge to interpret the user’s intentions from the requirement statements – a breakdown caused by the thin spread of application knowledge [Curtis 1988].

Even though this first generation perspective of software design does not describe the way software is actually designed and built [Curtis 1988], it is favored by management because it gives the illusion of an orderly and measurable process. First generation design methods have proven successful in large-scale development efforts in well-understood application domains. However, they are not adequate for domains in which users do not know what they want until they see it [Boehm 1988]. The problem with rational analysis is that it does say what should be analyzed [Gould , Lewis 1985]. In application domains that are removed from the experiences of software developers, the knowledge and judgment of users must be taken into account.

3.4.2.
Second Generation: Participatory Design

Second generation design methods represent an “anti-expert, participatory approach” [Rittel 1984], in which the designer is thought of as a teacher rather than as one who designs or plans for others. Second generation software design methods attempt to improve the requirements process by involving users. These methods are based on the idea that “barriers between technical specialists and people using computer applications need to be broken down in order to build effective communication during the design process” [Greenbaum 1993]. The process of collaboration between developers and users is emphasized, and specifications are a by-product of this process [Denning , Dargan 1994]. 

Early second generation projects attempted to involve users in system design, but ran into problems because the traditional software engineering practice did not acknowledge that users had different styles of expressing knowledge from those used by developers [Greenbaum and Kyng 1991]. An example of such an early attempt at involving users is the Joint Application Design approach (JAD) [Carmelet al. 1993]. JAD was developed in industry as a way to improve the requirements process in system development. JAD consists of highly structured meetings in which users, or a representative of the users, are involved [Carmel 1993]. While JAD involves users in design meetings, it does not acknowledge that meetings may not be the most effective arena for users to articulate their knowledge.

What is now commonly referred to as Participatory design [Schuler , Namioka 1993] originated in Scandinavia. The Scandinavian projects focused on the skills of workers (i.e., users) and acknowledged that this skill had a large non-verbal component. These projects were sensitive to the issue of dehumanization when technologists made decisions that affected the worker’s tools and practices, and made this the central focus of design and use of computer systems [Greenbaum and Kyng 1991]. In the USA the movement has taken several directions, including product quality and knowledge acquisition [Muller , Kuhn 1993].

Example: PICTIVE

Participatory design approaches are sensitive to power issues in design, and many stress techniques that allow users to directly design the systems they will use. PICTIVE [Muller 1993] is an example of such an approach. 

In the PICTIVE approach, participants design interfaces using plastic pieces and other common materials, such as colored pens and flip-charts. The low-tech approach to participatory design of software was developed to address political issues inherent in rapid prototyping. Namely, that developers hold the power and control of the design process when they are the only stakeholders able to create and modify prototypes. PICTIVE aims to give users equal control and voice in the design process by using materials that are familiar to all stakeholders. 

In PICTIVE, stakeholders (minimally developers and users, but sometime including several different stakeholder groups) collaborate to create “prototypes” that are purposely not software-based. “The PICTIVE technique cannot be confused with a working system – or even with technical feasibility. With a software-implemented prototype, it is sometimes difficult to explain why a working prototype does not translate quickly into a working, production-grade system. With the PICTIVE techniques, there is no software prototype (although we hope that the design clarification and understanding that take place during PICTIVE can lead to a software prototype)” [Muller 1993].

Users supply scenarios of what they would like the system to do, and developers supply “system components” (physical game pieces) that users manipulate and change in the course of playing out their scenarios. Sessions are video-taped with the goal of producing a video record of the design session that is used to communicate the results of the design to implementors. The video record “serves both as a dynamic presentation of the design and as a conversational rationale for that design and for the decisions underlying the design” [Muller 1993].

PICTIVE was generally considered a success in each of the cases reported in [Muller 1993], but the authors report problems concerning the gap between the understanding generated during the design and subsequent implementation of the design. In one case, the results of the PICTIVE session communicated to developers by videotape proved to be problematic. The video record contained over a dozen hours of tape, which the developers didn’t have enough time to go through. In the same case, the authors report that the sessions tended to approve all suggestions made by participants, resulting in a design that could not be implemented. The authors note that a developer was not present in this project, and that having a developer present might have alleviated both problems. In another project, “the problem appeared to center on miscommunication regarding the implementation technology. Several members of the design team were accustomed to ‘dumb’ terminal technology, whereas other member’s mental models were the X-windows system. The result was undetected miscommunication about certain of the dynamics of the target environment , and consequent mismatch of expectations about a few features of what was to be built.” In this project a developer was present, but the authors feel the developer failed to provide detailed enough understanding about the technology.

The experiences of the PICTIVE approach point to two primary critiques of second generation approaches. Critics of second generation approaches argue that failure comes from “insisting on total participation and neglecting to insist on exercising the necessary expertise possessed by a well-informed and skilled designers” [Ehn 1988]. Another critique of second generation approaches is that most are embedded within a traditional waterfall model, and therefore do not acknowledge the need for specification and implementation to co-evolve [Swartout , Balzer 1982]. In these cases, the results of participatory design are used as input to a first generation development model.

3.4.3.
Third Generation: Skill-based

In third generation approaches, developers make expert conjectures that are open to refutation and refinement, with the aim of exploiting the skills and knowledge of all stakeholders. Third generation approaches are concerned with understanding the “designing way of thinking” in which understanding of problems emerge as the problems are investigated. These approaches attempt to be both participatory and evolutionary.

Evolutionary approaches: Intertwining Specification and Implementation

Whereas first generation development approaches assume that users can completely and precisely describe their needs in a new system, third generation approaches assume that users need artifacts to react to. Accordingly, third generation approaches focus on the creation and use of design artifacts for exploring the possibilities of design decisions, rather than for describing a complete and precise plan for building new artifacts.

The conceptual structures underlying complex software systems are too complicated to be specified accurately in advance, and too complex to be built faultlessly [Brooks 1987]. Specification and implementation have to co-evolve [Swartout and Balzer 1982], requiring the owners of the problems to be present in the development.

When requirements are expected to be articulated completely, the emergence of new requirements gives the illusion that requirements fluctuate over time [Curtis 1988], But, fluctuating requirements are inevitable for systems that are embedded in dynamic, social use situations. Evolutionary approaches are based on the realization that users need to see pieces of the system before they can know what they want. When new requirements are expected to emerge as portions of the system are implemented, then the implementation of portions of the system can be used to learn about what the system should be.

From Participation to Cooperation

In third generation approaches, software development is regarded as a cooperative design task between software developers and users [Bodker , Gronbaek 1991]. The basis of this cooperation is a spirit of mutual learning. To design useful and usable systems, not only must software developers understand the users’ practice, but also the users must understand available technical options [Kensing , Munk-Madsen 1993]. 

Whereas second generation approaches stress low-tech prototyping approaches to give users control over the design process, third generation approaches stress the use of computational prototyping as an essential means for teaching users the possibilities for changing their work practices. Third generation approaches acknowledge the inherent dangers of prototyping [Atwoodet al. 1995], but attempt to compensate for these dangers by embedding prototyping in design processes in which prototypes are created to be changed as understanding evolves.

An Interest in the Entire Lifecycle

Third generation approaches are concerned with the entire system lifecycle, and see development as a continual process as systems are used within communities of practice [Fischeret al. 1994]. Successful systems need to evolve. The need for evolution is based on new and fluctuating requirements, new technologies, and the fact that users know more than they can say and articulate in the abstract. 

There is growing agreement (and empirical data to support it) that a critical software problem is the cost of maintenance and evolution [Science and Board 1990]. Studies of software costs indicate that about two-thirds of the costs of a large system occur after the system is delivered. Much of this cost is due to the fact that a considerable amount of information (such as design rationale [Fischeret al. 1991c]) is lost during development and must be reconstructed by system maintainers [Walzet al. 1993].

Systems must undergo sustained development, requiring extensible systems and social structures that include users who are able to make changes in systems ([Henderson , Kyng 1991; Nardi 1993]). These requirements are both social and technical. Promising technical approaches to enable continual evolution of systems include end-user modification [Girgensohn 1992], end-user programming [Eisenberg , Fischer 1994], and participatory design extending throughout the software lifecycle [Sumner , Stolze 1995].

Development practices and products must also acknowledge the importance of preserving knowledge that was surfaced in the design process. This process knowledge should be made part of the system. A key issue for capture of process information is the effort required in addition to the normal development tasks [Grudin 1988]. 
3.5.
Summary

This chapter has set up the problem to be addressed in this thesis: the design of domain-oriented systems to support workers in knowledge-intensive domains. A goal of this dissertation is to operationalize and extend the emerging notion of third generation design methods in software design. It is primarily concerned with the relation between developers and workers, with ways of bringing their respective expertise to bear, and with ways of supporting emerging understandings as the driving force of system design and development. In the following chapter, a framework for participatory and evolutionary design is presented. The relation of system design to the overall system lifecycle is discussed more thoroughly in Chapter 7.

Chapter 4. Theory: Knowledge Construction

This thesis began with a discussion of knowledge-intensive domains. In these domains workers solve ill-defined problems and learn as they work. Based on a theory of cooperative problem solving systems, I argued that computational support for knowledge intensive domains should take the form of domain-oriented objects and knowledge delivery. This type of computational support will be referred to as domain-oriented systems.

The challenge when designing domain-oriented systems is to determine what forms domain objects and knowledge delivery should take for a particular domain. Design of domain-oriented systems is difficult because distribution of knowledge across stakeholders creates a symmetry of ignorance, and because shared visions of the future require development of new knowledge that extends and synthesizes existing knowledge. The previous chapter argued that first generation approaches were not flexible enough for the design of domain oriented systems. It also argued that involving users in design is not enough –  it is the nature of the participation that is important in collaborative design. A point of departure was presented for thinking of development as an evolutionary and participatory process.

This chapter provides a theoretical framework for thinking about development of domain-oriented systems as knowledge construction. Knowledge plays a key role in software development. Knowledge has been called “the raw material of software design teams”[Walz 1993], while the “thin spread of application domain knowledge” [Curtis 1988] is often cited as the reason for software project failures. This chapter argues that the knowledge required to redesign work practice cannot be simply acquired through interviews, observations and other types of analysis. Instead, the knowledge must be constructed in a social and evolutionary process involving all stakeholders in the system design.

The idea of constructing knowledge is based on a constructionist framework that focuses on the role of artifacts in learning, communicating and designing. Knowledge construction in software design is concerned with two forms of knowledge: (1) knowledge that is shared by stakeholders, and (2) knowledge that is in the design products. The goal is for the shared understanding of stakeholders to be reflected in design products. 

Products that are created to support knowledge construction in software design are called representations for mutual understanding. These representations become mutually meaningful as they are discussed and refined by stakeholders. The shared understanding and the design products co-evolve as the design progresses. Thus, representations for mutual understanding are the vehicle for knowledge construction in software design as well as the product of software design.

This chapter begins by distinguishing three key processes for design of domain-oriented systems: activation of knowledge, communication among stakeholders, and envisioning of new work practices. These processes address important issues in building shared understanding in system design. They are the key processes for constructing the knowledge necessary to build domain-oriented systems. A theoretical framework for knowledge construction is presented, and then is extended to the problem of software design. Representations for mutual understanding are then introduced as a means to support the key knowledge construction processes. The chapter closes by discussing different representational techniques, and their uses in participatory and evolutionary system development.

4.1.
Knowledge Construction Processes

This section is concerned with the knowledge that must be constructed in participatory and evolutionary software design of domain-oriented systems. Three processes are singled out as crucial to constructing this knowledge: activation of existing knowledge, communication between stakeholders, and envisioning of how a new system will change work practices (see Figure 4.1). 
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Figure 4.1. Key Knowledge Construction Processes

Activation brings existing knowledge to the forefront by making it explicit. Communication builds shared understanding among stakeholders, and Envisioning builds shared visions of how the tradition of a work practice should be changed in the future.

The problem for software development is reframed in terms of these three key knowledge construction processes. This section will describe the key knowledge construction processes and explain why they are important as well as problematic in the context of software design (see Table 4.1).

Table 4.1. Challenges for Knowledge Construction Processes

Knowledge Construction Processes
Problem to Overcome

activating
knowledge is tacit

communication
lack of common ground

envisioning
deciding what ought to be

The following sections present a framework for addressing the challenges posed by the knowledge construction processes, and then propose the use of representations as a solution approach.

4.1.1.
Activating Knowledge

The knowledge relevant to system design is often distributed across people, organizations and artifacts. Activating knowledge means to make it explicit and accessible to all stakeholders. Both users and developers benefit from “activation.” For developers, activating knowledge is crucial to gain an understanding of the problem to be solved. For users, activating knowledge can mean to see the familiar aspects of their practice in new ways.

The problem activation addresses is that experts know more than they can say. Many philosophers argue that practical knowledge (i.e., the knowledge to participate in a practice) is fundamentally taken for granted, or tacit [Polanyi 1966]. Wittgenstein uses the metaphor of “language game” (as described in [Ehn 1988]) to describe how knowledge is tacitly understood, used and created in work practice. Practice is seen as a game in which worker’s actions are guided by unspoken rules that are so familiar that they become taken for granted. These rules are not fixed and explicitly articulated, but instead are socially defined and embedded in the situations in which coordinated activity takes place. Suchman describes such practical knowledge as “not a mental state but something outside of our heads that, precisely because it is non-problematically there, we do not need to think about” [Suchman 1987] .

The knowledge that guides work is thus not only hidden from developers, but it is also hidden from the workers themselves by its very familiarity. This suggests that a large part of the knowledge required to build domain-oriented systems is not readily apparent – even to workers – but must some how be brought to the surface, or activated. It also suggests that practical knowledge can never be considered completely uncovered, since workers know more than they can say.

4.1.2.
Communication

The second key knowledge construction process is communication. A common notion of communication assumes that knowledge is transmitted from one person to another. This assumption seems to hold in unproblematic communication, such as that between people who share a common background. But when we think of the difficulties in communicating with someone from a different background from our own, it is evident that “the phenomenon of communication depends on not what is transmitted, but on what happens to the person who receives it. And this is a very different matter than ‘transmitting information’” [Maturana , Varela 1988].

Communication is defined here as the creation of shared understanding through interaction among people. This definition implies that communication is a social activity and not simply a transmission of information from one person to another. The understanding created through communication can never be absolute or complete, but instead is an interactive and ongoing process in which common ground, i.e., assumed mutual beliefs and mutual knowledge, is accumulated and updated [Clark , Brennan 1991]. In this view, shared understanding arises not from seamless communication (in which case the shared understanding was already present), but rather through negotiation and accumulation of meaning over time.

Groups of people who communicate often and over long periods of time form “semantic communities” [Robinson , Bannon 1991] with their own conventions of meaning. Similarly, Bodker and Pedersen define the term “workplace cultures” to describe a group of workers that share a common “code of conduct” [Bodker , Pedersen 1991]. Workplace cultures develop systems of meanings “hidden behind or in the various artifacts, symbols, work routines, and established patterns of cooperation” [Bodker and Pedersen 1991]. Culturally shared meanings are thus not an intrinsic property of artifacts and symbols, but instead are ascribed by the people who share a particular culture.

While shared conventions of meaning permit a shared understanding among workers within a given culture, they also form boundaries that can hamper development of shared understanding between people from different workplace cultures, such as between workers and system developers. Communication requires some common ground. This ground may be in the tacit form of workplace cultures. But in system development, stakeholders generally do not share this understanding. In this case, the challenge is to establish a common ground that permits communication among stakeholders from different workplace cultures.

4.1.3.
Envisioning

Envisioning is the third key knowledge construction process. To envision is to understand how the current practice will or could be changed by new computer support – the possibilities and implications of new relationships between tools, tasks and information. Envisioning is a constructive process in the sense that it is based on prior understandings but extends toward the future. It is therefore different from activation because it builds new understandings, rather than surfacing existing ones. 

Shared visions of the future require a constructive synthesis of knowledge from both users and developers. Users don’t know the technological possibilities for changing their practice, and developers don’t know whether the technology they create will be appropriate for the given practice [Kensing and Munk-Madsen 1993]. 

Envisioning is a creative process, but it is not without bounds. Constraints on the possibilities for transcending the existing tradition of a work practice come from the work organization, the limits of technology, project budgets, and so forth. Visions at some point have to be tested against reality to avoid envisioning what is not possible.

Another challenge to envisioning is the fact that the future is a moving target. Users are not passive receivers of technology, but instead are themselves designers, who use and adapt technology to their own needs [Greenbaum and Kyng 1991; Mackay 1992; Simon 1981]. Therefore, it is important that visions of the future are not regarded as static goals to be attained, but rather as the starting point for continual change and adaptation.

This section has described three knowledge construction processes crucial to development of domain-oriented systems. Each of these processes involves generating new and shared understandings of work and of how work might be improved. The next section presents a theoretical basis for understanding the cognitive mechanisms beneath these three processes, and how the processes might be supported.

4.2.
Constructionism

The knowledge that must be created in software design involves two dimensions: mental and material. The mental dimension is a shared understanding of how a new computer system will change existing practice. The material dimension is an artifact – either the system itself, or some description by which a system can be built.

This section presents constructionism as an epistemological framework concerned with building things, both in the sense of building understanding and building artifacts. This framework will serve as a basis for investigating the question of: what does it mean to construct knowledge in software development?
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Figure 4.2. A Model of Knowledge Construction

Artifacts and Understanding are two dimensions of knowledge. Knowledge construction occurs is when artifacts and understanding co-evolve.

The following sections will describe the model of knowledge construction presented in Figure 4.2. Like the two hands in Escher’s Drawing Hands (see Figure 4.3), artifacts and understanding in this model are at once the product, as well as the producer, of the other. Artifacts produce understanding through interpretation. Understanding produces artifacts through representing, which in this thesis denotes the act of constructing an explicit representation, or artifact. Iterations between representing and interpreting cause both artifacts and understanding to evolve. This co-evolution between artifacts and understanding is knowledge construction.

[image: image8.wmf]
Figure 4.3. Drawing Hands, by M. C. Escher

Knowledge Construction is a way to think about the relationship between constructing artifacts and constructing shared understanding among people. Like the two hands in this picture, building artifacts and building shared understanding each seem to give rise to the other, and at the same time, be the product of the other.

4.2.1.
Understanding

The constructivist assumption in cognitive science is that knowledge is an interpretation of experience [Resnick 1991]. This assumption implies that what an individual can know is both enabled and constrained by prior experiences and interpretations. Constructivism in education is based on Piaget’s doctrine that knowledge cannot be “transmitted” or “conveyed ready made” to another person [Papert 1993]. This perspective on human understanding is individualistic, implying that we each live in a world of our own making.

In the constructionist paradigm (which encompasses both cognitive and philosophical ideas of constructionism), our understanding of the world is fundamentally tacit. Normally, we are not conscious of these understandings. When we stop to think, however, we bring our understandings into the open were they can be examined. To become aware of understandings by thinking about understandings is to make them explicit. 

Interpretation

Stahl introduced a theory of interpretation as the transformation of knowledge through a progression of forms, from tacit to explicit, to external, to codified [Stahl 1993]. The act of transforming tacit knowledge to explicit is interpretation, as is transforming explicit knowledge in the head to external knowledge in an artifact. The product of each of these transformations is more explicit and precise, but also further removed from the original and fundamental tacit understanding. An important aspect of Stahl’s theory of interpretation is that understanding must be tacit to be operative. Therefore, interpretation produces temporary transformations of understanding toward the explicit, but when we stop thinking about what we are interpreting, it returns to tacitness. Of course, the experience of interpretation can change our tacit understanding. 

Breakdown

The particular transformation of understanding between tacit and explicit (in the sense of becoming aware of something) is called a breakdown [Ehn 1988; Winograd and Flores 1986]. As described above, in the constructionist paradigm our everyday operating knowledge is tacit and we act in an expert mode – without explicitly thinking about our actions. We reflect “only when the spell of involvement is broken” [Ehn 1988]. Breakdowns cause us to become aware of something. They require us to stop and reflect upon what we know. We must come to grips with the cause for the disruption in our expertness, and find a way to get around the disruption.

For example, service provisioning representatives may be able to find and fill database fields for a familiar type of order without consciously thinking of the necessary steps. But when a customer requests a new type of service, this expertness may break down, requiring the representative to consult external documentation or to devise a new way to provision the requested service. 

Breakdowns trigger interpretation and the construction of new understanding. Through interpretation, a new appreciation of a situation is formed, based on our previous background knowledge and the situation in which interpretation occurs [Stahl 1993].

4.2.2.
Artifacts

Papert’s notion of constructionism builds upon this constructionist framework, but he has a special concern with the role of physical artifacts, or objects, in thinking. Papert writes that “construction that takes place in the head often happens especially felitiously when it is supported by construction of a more public sort ‘in the world’ . . . Part of what I mean by ‘in the world’ is that the product can be shown, discussed, examined, probed, and admired. It is out there” [Papert 1993] .

Papert argues that we learn through interacting with artifacts – that we create an understanding of the world by creating artifacts, experimenting with them to see how they work, and modifying them to work better. Since artifacts are in the world and can provide an anchor for understanding among a group of people, they can also address a problem that faces the constructivist cognitive scientists – namely, if we construct knowledge as an individual act, how can understandings be shared?

Objects-to-think-with

Objects-to-think with are cognitive artifacts that provide a link between sensory and abstract knowledge, and between the individual and the social worlds. Papert’s example of such an object-to-think with are the sets of gears that fascinated him as a boy, and that gave him a concrete way to think about the more abstract qualities of ratios in mathematics. 
Don Norman writes about two modes of interacting with artifacts that correspond with Papert’s sensory and abstract: experiential and reflective [Norman 1993]. In the experiential mode, information is perceived and acted upon with no apparent effort or delay. The reflective mode requires “mental effort to think of and contrast the various courses of action.” In experiential mode, objects and knowledge are ready-to-hand (i.e., invisible and taken for granted), while in the reflective mode the world becomes present-at-hand (available for inspection and reasoning).

Experiential artifacts allow us to interact with the world. They provide information that enables us to interpret a situation through our perceptions. The danger of experiential artifacts is that they don’t in themselves provide us with knowledge – instead they provide us with information that is tacitly interpreted. The usefulness of experiential artifacts is that they can trigger breakdowns that surface tacit understanding. When what we perceive is different from what we tacitly expect, a breakdown occurs, and the cause of this breakdown is brought to the surface where it can be interpreted and knowledge can be constructed.

Reflective artifacts are also interpreted, but they are more explicit in the knowledge they contain. The danger of reflective artifacts is that they leave things out (mostly things we don’t know how to represent, which is not the same as things of little importance [Norman 1993]), and thus the information we reason with might not reflect the world. This danger notwithstanding, reflective artifacts are the most precise and common means of communicating explicit ideas.

4.2.3.
Evolution

Constructionism implies a process of building, both in the sense of building understandings of the world and building artifacts. Artifacts provide a conceptual anchor for shared understandings. Shared knowledge is constructed when artifacts and shared understanding are coupled through cycles of representing and interpreting.

A dilemma for constructionism is that, on the one hand, it postulates that our understandings of the world are essentially private – our knowledge is built upon our prior experiences. On the other hand, it is clear that people are able to build a shared understanding of the world that enables them to cooperate and communicate.

In most cases this shared understanding comes from participating in a particular practice over extended periods of time. In the case of software development, the time frame for building a shared understanding is considerably shorter, and the nature of the shared understanding must be more explicit. In system development, developers cannot be expected to learn the user’s practice. In the service provisioning domain, for example, this would require months. And service provisioners cannot be expected to become software developers, either.

The shared understanding necessary for software development does not require a complete overlap in understanding, but rather a sufficient overlap to communicate a shared vision of what the new system should be. This understanding must be made external so that stakeholders can discuss and refine it, and ultimately so that a computer system can be built that embodies it.

Because interpretation is essentially an individual act, understanding between people is never absolute, but it need not be absolute for people to perform coordinated activities and to communicate. Artifacts that are created to externalize knowledge are representations. Representations, like analogies, capture certain features and ignore others. A representation is never a complete duplication of one’s understanding – this is a source of its strength as well as its weakness. The shared understanding representations support is “not a fixed relationship between a representation and the things represented, but is a commitment to carry out a dialog within the full horizons of both speaker and hearer in a way that permits new distinctions to emerge” [Winograd and Flores 1986]. Thus, representations serve as shared objects-to-think-with that enable a shared understanding as well as provide the foundation for new understandings. As representations evolve, so do the shared understandings they enable.

4.3.
Representations For Mutual Understanding

This section presents the concept of representations for mutual understanding as the means to support knowledge construction processes in software design. Representations for mutual understanding are artifacts for constructing individual and shared understandings (see Figure 4.4). They extend previous constructionist theories to deal with social knowledge construction. 

[image: image9.wmf]
Figure 4.4. Representations for Mutual Understanding

Representations for Mutual understanding support knowledge construction processes and embody shared understanding.

Representations for mutual understanding:

• support the activation of knowledge by providing an object that may be reacted to. For example, descriptions of current work practice can activate domain knowledge when developers and users make the descriptions as the focus of discussion.

• provide a shared and explicit ground for communication. As representations are created and discussed this common ground accumulates. 

• support envisioning of future work practices by communicating developer’s ideas in a form that can be experienced by users, rather than merely imagined. 

The following three subsections describe in more detail how representations for mutual understanding can support these three knowledge construction processes.

4.3.1.
Activating: Knowledge Construction in Design

Designers use design representations to create a virtual “design world” [Schoen 1992] in which the objects and relationships of the design situation are named and made explicit. The situation that the designer constructs with representations enables new understandings of the design problem by allowing the designer to see ideas that before existed only tacitly, and to understand implications of the design situation that did not exist before constructing the representations. As Sharples noted, “putting ideas down on paper is not a matter of emptying out the mind but of actively reconstructing it, forming new associations, and expressing concepts in linguistic, pictorial, or any explicit representational forms” [Sharples 1994]. 

Knowledge is constructed in design through an interaction between the designer’s understanding of the design situation and the representations the designer creates. Design theorist Donald Schoen characterizes the relationship between the designer and design representations as a “reflective conversation with the materials of the situation” [Schoen 1983], in which the designer acts to shape the design situation by creating or modifying design representations, and the situation talks back to the designer, revealing unanticipated consequences of the design actions. The designer reflects on the actions and consequences to understand the situation’s back-talk, and then plans the next course of action. The design process is driven by the interaction between the designer and design materials, rather than by following a pre-planned solution approach (see Figure 4.5).
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Figure 4.5. Knowledge Construction in Design

Knowledge is constructed in design through repeated cycles of representing and interpreting the design situation. Designers construct the design situation that talks back in the form of a breakdown. This back talk is interpreted, or reflected upon, to activate new understandings of the design situation. 

The activities of framing a problem and exploring possible solutions within the chosen framework inform each other: the problem framing constrains the space of possible solutions, while exploration of the solution space can indicate that the framing needs to be modified. The designer’s framing of the problem and solving of problem co-evolve [Nakakoji 1993]. 

4.3.2.
Communicating: Social Knowledge Construction

Communication was described in Section 4.1.2 above as an interactive process through which shared understanding among people was created. This shared understanding was tied with the notion of grounding, where common ground is necessary for communication, and is updated throughout the communication process. 

In this subsection, the communication process is examined in terms of breakdowns and interpretation. Communication is driven by breakdowns and produces a shared understanding. Breakdowns occur when a listener cannot interpret the speaker’s message. Shared understanding, or ground, is updated and accumulated through repair of breakdowns, in which ambiguities are detected and collaboratively resolved [Schegloff 1991]. Importantly, ambiguity is not considered to be an aberration, but rather an essential aspect of communication. It is through repair of breakdowns caused by ambiguity that common ground, and hence shared understanding, is constructed.

Intent (the meaning behind the message) and context (the background against which the message is articulated and understood) play a vital role in communication [Fischeret al. 1995b]. Between members of a common culture, intent is often casually articulated and understood against a rich background of shared experience and circumstances.

However, communication becomes problematic between people from different cultures because they lack this shared context. To model the process of communication, the terms “speakers” and “listeners” are used to refer to two roles: those who articulate their intent and those who try to understand (interpret) the articulated representation, respectively (see Figure 4.6).
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Figure 4.6. The Role of Shared Context in Communication

a)
Problematic situation: breakdowns in communication occur when there is little shared context between speaker and listener. 

b)
Desired situation: a shared context grounds communication between speaker and listener.

Speakers express, or represent, their intent by implicitly using background context. Listeners, using their own context, try to assign a meaning to the representation. Ideally, the intent behind the speaker’s representation and the interpretation by the listener should be similar. However, if the listener uses a context that is different from the one that the speaker used (and this is often true in cross-cultural communication), miscommunication can occur.

As depicted in Figure 4.6-a, each stakeholder has a different context. Such context is largely tacit and cannot be completely described or expressed. Communication breakdown occurs when a speaker and a listener have little shared context. As illustrated in Figure 4.6-b, the more context the speaker and the listener share (i.e., intersection), the less mismatch between the speaker’s intent and assigned meaning by the listener. The challenge for cross-cultural communication is to establish a shared context that allows communication and the accumulation of shared understanding. 

Representations can help establish such a shared context for communication. External design representations provide referential anchoring [Clark and Brennan 1991] as an object that can be pointed to and named, helping stakeholders to make sure they are talking about the same thing. Grounding communication with external representations helps to identify breakdowns and serves as a resource for repairing them.

4.3.3.
Envisioning: The Dream of a Common Language

Building shared visions of the future is a collaborative knowledge construction process. A primary limit to participation in design is the lack of a common language that allows stakeholders to educate each other, propose new visions, understand and critique these proposals, and come to a shared understanding of how things should be.

In design involving stakeholders from different work cultures, Schoen’s metaphor of “conversation with the situation” [Schoen 1992] takes on new meaning. The design situation now includes other designers as well as external representations, and conversation occurs between designers as well as between designers and design representations. The external design situation serves as context for communication between designers as well as between individual designers and the design situation (see Figure 4.7). 

One approach for collaborative knowledge construction involves interactive simulation games to support decision-making and critical thinking in participatory design of physical environments, such as neighborhood planning [Arias 1995]. In a simulation game for urban neighborhood planning, game pieces representing structures, such as houses or commercial buildings, are placed on a game board representing the streets and lots. The game pieces and their placement on the board allow neighborhood residents to create and evaluate possibilities for changing their environment. The game pieces form a language for the stakeholders to use as they explore areas of conflict and consensus in planning the neighborhood. The language of the game pieces is a vehicle for interactions between players. 
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Figure 4.7. Model of Collaborative Knowledge Construction

This figure synthesizes figures 4.5 and 4.6. In Collaborative Knowledge Construction, communication between designers take place around representations, and becomes part of the shared context.

The meaning of the game pieces is determined by their size, color and shape. For example, a yellow piece might denote a condemned house, while a red piece might denote commercial property. New pieces can be added to the language when there is a needed to express a new meaning, making the language flexible and open-ended.

The language of pieces support three fundamental phases in critical thinking: 

• descriptive – How are things now? Pieces are placed on the game board to represent the current state of the neighborhood. This provides a shared context in which the overall design situation is modeled, as well as the individual houses and lots.

• evaluative – What needs to be, or can be, manipulated? The game pieces are used to identify and articulate criteria and the attitudes and values behind them. What are the problems, their causes and intensities? 

• prescriptive – How should things be manipulated to accomplish change? Game pieces are used to discuss objectives, tradeoffs, and conflicts between the objectives of different players, and within the constraints of money, time, and so forth. The outcome of the prescriptive phase are strategies for achieving desired outcomes and priorities between them.

Several simulation games have been created for different collaborative design situations, ranging from neighborhood planning to watershed resource management [Arias 1995]. The games are each created specifically for their problem domain and their participants. The abstractness of pieces can fluctuate from high to low verisimilitude as a function of the user audiences for which the games are developed. For example, the game created for redesign of an inner-city neighborhood in Denver included pieces with a high degree of verisimilitude because the participants were not highly educated, while a game supporting the design of a more affluent neighborhood contained pieces that were more abstract.

Arias has found that the language embodied in the game pieces should “integrate the requirements of relevancy, flexibility, transparency, and above all, simplicity” [Arias 1995]. The goal of the language is to support shared understanding and critical thinking – not to get in the way by introducing unneeded complexity. 

Design games support collaborative envisioning by integrating design and communication. The objects used to express the design situation are also the vehicle for communication. These games provide a model for the use of representations for mutual understanding in collaborative software development.

In the next section, different types of representations are analyzed to understand how they can be used to support collaborative knowledge construction in software design.
4.4.
A Spectrum of Representations for Mutual Understanding

This section describes a spectrum of representations, including graphics, scenarios, games and prototypes, as approaches to support knowledge construction in software design. 
4.4.1.
Text and Graphics

The most common representations that people use to support communication are verbal descriptions and informal drawings. Examples are concept papers, annotations to descriptions, sketches, diagrams, and so forth. These are reflective artifacts that express ideas about the world and are intended to be interpreted in a specific manner.

A particularly powerful form combines text and graphics into rich pictures [Bratteteig , Ogrim ; Checkland 1981]. Rich pictures are ad hoc drawings or diagrams that serve as vehicles to help users explain their domain to developers. Rich pictures do not have a formal syntax, but they do make use of symbols and diagrammatic conventions to represent a particular situation in a manner that is explicit and understandable by users. 

Rich pictures give users the opportunity to identify important aspects of their work, missing elements and incorrect terminology. Additionally, rich pictures serve to identify well-defined aspects of the current domain, and to understand these aspects in domain practices.

4.4.2.
Scenarios

Scenarios are a popular technique used in many different areas of software design, including development of object-oriented models [Lubarset al. 1993], requirements analysis [Pottset al. 1994], and product visions (i.e., Apple’s “Knowledge Navigator” video). The common characteristic of scenarios is that they are of a narrative nature, involving a task and a sequence of operations to accomplish it. Scenarios as representations for mutual understanding should provide a context for communicating about what a system should be, including the range of tasks it should support and perhaps what steps are necessary to accomplish a task. 

While rich pictures help stakeholders to build a shared understanding of the current domain, scenarios help to build a shared vision of what the new domain should be. Scenarios are typically textual or video representations that describe tasks that users should be able to perform using a new system. Scenarios are expressed in domain language, using terminology and concepts made explicit in rich pictures. Because they are task-based, scenarios allow users to think about what they would like to do with a new system, rather than to articulate system requirements in an abstract context.

Scenarios function like the set of a play. They provide a context for action, but they do not dictate what that action will be. Scenarios ideally provide a setting that allows users to act out situations. Through engaged action, scenarios surface tacit knowledge which users might not have been able to articulate outside of the scenario situation.

Scenarios are a powerful type of representation for mutual understanding because they combine aspects of both reflective and experiential artifacts. Scenarios are reflective in that they involve an explicit context, and experiential in that they allow users to imagine or act out an activity. 

4.4.3.
Prototypes

The emphasis of traditional scenario approaches is to help system builders understand the end user’s requirements. In these approaches, scenarios help to uncover hidden implications and ambiguities in the requirements document. Scenarios can also be used to provide a context for prototypes, which are concrete, interactive representations that constrain what a user can do (unlike scenarios, which provide a more flexible context for improvisation). In this use, scenarios might specify what tasks will be performed, and the prototype determines how the tasks can be performed.

Prototypes that are grounded in the tradition of the domain bring the users’ skill and practical knowledge to bear. Users are experts in their traditions, even though this type of knowledge may be “literally indescribable in linguistic terms” [Ehn 1988]. Prototypes are an essential representation for system design because they let users directly experience possible new ways of working. In this sense they go beyond simulation games in allowing users to envision the future.

4.5.
Summary

Knowledge construction is a social process mediated by representations for mutual education. Different types of representations have strengths and weaknesses for mutual education. These are summarized in Table 4.2.

Table 4.2. A Spectrum of Representations for Mutual Understanding

Spectrum of Representations
Strength
Weakness
In knowledge Construction

Text and Graphics
Expressive (i.e., lack of syntax), easily modified
Limits of verbal descriptions, and often not part of design artifact.
To make knowledge explicit

Scenarios
Envisioning, focusing
Static, fiction, and not part of design artifact
A context for experiencing and envisioning

Games
Collaborative, critical thinking
Can’t capture knowledge in reusable form, lack of realism
A perspective on design as a cooperative game involving many participants and grounded by design artifacts

Prototypes
Computational modeling, realism
Can be misinterpreted and otherwise misused
A vehicle for expressing ideas about, and experiencing visions.

Textual descriptions and graphics are well suited for describing and understanding the tradition of the domain and the context in which the new system will be embedded. They are useful for activating existing domain knowledge, but for envisioning how the tradition of the domain should be changed. Scenarios are good for imagining the tasks that a new system might support, and the steps necessary to accomplish tasks. They are weak, however, in allowing stakeholders to actually experience the situations they are designing. Prototypes are strong at allowing users to experience what work might be like using new systems, but they run the risk of being misinterpreted [Atwood 1995].

In the following chapter, an approach and computational support are presented to operationalize the idea of knowledge construction in software development.

Chapter 5. Approach: The Evolving Artifact

The previous chapter presented a framework for knowledge construction in software development. Knowledge construction was defined as a co-evolution of artifacts and understanding: artifacts enable new understandings, while new understandings drive construction of new artifacts. 

In this chapter the Evolving Artifact Approach is presented to operationalize knowledge construction in development of domain-oriented systems. The evolving artifact approach is a set of strategies combined with computational support for building a computational artifact that evolves into a domain-oriented system. Knowledge construction is the driving force behind this evolution. Representations for mutual understanding support knowledge construction, and are the building blocks for the evolving artifact.

Computational support for the evolving artifact approach is provided by the Eva Knowledge Construction Environment. Eva provides materials for constructing representations for mutual understanding, and a medium for collecting the representations into a single artifact.

The evolving artifact approach prescribes an iterative and cumulative process of (1) creating, (2) discussing, (3) accumulating, and (4) formalizing representations for mutual understanding (see Figure 5.1). 

The product of the evolving artifact approach is an evolving artifact that holds all of the representations created during design. The artifact functions both as a design document and as a prototype. As a design document, it is an information space containing descriptions, comments, rationale, and any other type of documentation that is produced in the course of software development. As a prototype it allows future users to see and experience new design ideas.
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Figure 5.1. The Evolving Artifact Approach

The evolving artifact approach consists of four iterative strategies of creating, discussing, formalizing and accumulating representations for mutual understanding.

The Eva environment is used by software developers to create representations for mutual understanding and to present them to the future users. Future users use Eva to see, experience and critique the representations. In this way, the Eva environment, as well as the artifact it stores, is the focal point for collaborative knowledge construction.

Eva provides materials for constructing representations, a medium for storing and structuring representations in a single artifact, and tools for managing and viewing the artifact (see Figure 5.2).

Eva is built on top of the Genera Development Environment [Walkeret al. 1987] which provides an object system and other infrastructure for development. The Concordia substrate [Walker 1988], is a hypermedia environment for creating and managing hypertext records. The programming substrate is a object-oriented LISP programming environment [Keene 1989] for creating system functionality. 
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Figure 5.2. The Eva Environment

The Eva knowledge construction environment manages computational objects that are supported by two substrates in an object-oriented development environment. These objects are linked together to form a single artifact. The artifact is intended to act as a medium for knowledge construction. The Eva environment currently provides two tools for viewing the evolving artifact: Structure Navigator and Topic Browser.

The remainder of this chapter describes the evolving artifact approach and computational support in more detail. Each of the following sections describes one of the strategies in detail and how the EVA knowledge construction environment supports it.

(5.1)
Represent for understanding

(5.2)
Ground discussions with representations

(5.3)
Formalize

(5.4)
Accumulate and structure design artifacts

5.1.
Represent for Understanding

The first strategy in the evolving artifact approach reflects this general perspective of representing in knowledge construction - the creation of representations for mutual understanding. Good representations allow knowledge to be activated and communicated, and new visions to be shared. 

5.1.1.
A Perspective of Representing

This is a perspective of representing as “modeling” in the sculptural sense - as a process of giving explicit form that can activate tacit knowledge and help create shared visions of what the system should be like. Representations for mutual understanding are the means to express ideas and understandings as the first step in constructing knowledge. Representations support the construction of shared understanding by providing shared objects-to-think with. Representations should be grounded in the application domain to activate the future users’ knowledge. Representations should make developers’ understanding about they way things are explicit, and indicate what is not known. Good representations make the boundaries of what is known apparent.

5.1.2.
Support in Eva: Materials for Knowledge Construction

The Eva environment manages two basic materials for creating representations: descriptive objects and functional objects (see Table 5.1). Objects in Eva are computational containers for holding different kinds of information. Descriptive objects are containers for documentary information, such as pictures, text, graphics, and so forth. Descriptive objects are constructed using the Concordia hypertext substrate, which includes text and graphics editors. Functional objects are containers for information that instructs the computer. Functional objects implement the functionality of the domain-oriented objects and knowledge delivery mechanisms. Functional objects are constructed using the CLOS object-oriented extension to the LISP programming language [Keene 1989]. 

Table 5.1. Knowledge Construction Materials in Eva

Descriptive Objects
Functional Objects

Knowledge Represented
Explicit
Implicit

Mode of Cognition
Reflective
Experiential

Implementation
Hypertext Records
Programming Code

Computational Formalism
Informal
Formal

Role in Development
Documentation
Prototypes

Role in Domain-Oriented System
Domain Knowledge

Design Rationale
Domain-oriented objects

Knowledge Delivery Mechanisms

The essential aspect of the Eva environment is the ability to integrate descriptive and functional objects into a single knowledge construction medium. This integration distinguishes Eva from stand-alone hypertext systems and object-oriented programming environments. 

Descriptive Objects

Descriptive objects are materials for building reflective artifacts. These artifacts express ideas using text, diagrams and bitmapped pictures. Descriptive objects are also used in domain-oriented systems to store the domain knowledge that will be delivered to workers by knowledge delivery mechanisms.

Descriptive objects are used to support documentation. Documentation h

ere is intended to encompass a variety of representations created in the course of software development, including requirements, diagrams, sketches, design rationale, and notes. The essential characteristic of documentation in the evolving artifact approach is that it is regarded as a starting point for knowledge construction, rather than a static and objective model of the world.

Descriptive objects are implemented as hypertext records (called “components” in the Dexter hypertext reference model [Halasz , Schwartz 1994]), in the Concordia hypermedia system [Walker 1988]. Descriptive objects contain two parts: formal attributes and informal contents. Formal attributes are computationally interpretable information that are used by the Eva environment to find and display descriptive objects. The contents of a descriptive object are informal in the sense that they are not computationally interpreted by the computer.

Functional Objects

Functional objects are the material for creating experiential artifacts; i.e., representations that have interactive behavior. Functional objects are formal, meaning that they are interpreted by the computer system.

Functional objects are used to prototype system functionality, such as the visual appearance and the behavior of domain-oriented objects. Functional objects are necessary for users and developers to develop a shared understanding about the possibilities for transcending the user’s current practice. Functional representations provoke understanding in users by communicating developers’ ideas in a concrete form that can be experienced rather than having to be imagined. Because they are concrete and interactive, functional objects serve as a point of reference for identifying and communicating about new ways of doing work.

5.2.
Ground Discussions with representations

The second strategy of the evolving artifact approach is to ground discussions with representations. The fundamental meaning of the phrase, “ground discussions with representations,” is that communication between stakeholders should be about, or in reference to, ideas that are expressed in explicit representations. Knowledge construction is driven by discussing the meanings, shortcomings and implications of representations. It is such discussions of representations that increases shared understanding among stakeholders.

A second meaning is that communication should be physically associated with the artifact to which it refers – an electronic version of post-it notes. This allows previously constructed and discussed representations to provide an explicit context for ongoing discussions and understandings.

5.2.1.
Routing Communication Through Artifacts and Environments

Curtis et al. suggest that software development environments should be a medium of communication to integrate people, tools, and information [Curtis 1988]. They argue that information created outside of the environment will be lost if it must be manually re-entered into a electronic repository. When communication between stakeholders is routed through environments (see Figure 5.3), it can be captured with no overhead cost. Once communication is captured in this manner, it can provide a historical record of the design process.
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Figure 5.3. Routing Communication Through Environments and Artifacts

When communication is routed through environments and artifacts, it can be captured and made part of the designed artifact. The idea is not to limit communication among stakeholders, but rather to capture the communication that does take place through the environment.

Reeves explored the technique of embedded communication [Reeves 1993] as a means to route communication through design artifacts. Embedded communication in his Indy system allows designers to place messages directly on a design artifact, where they can be seen by other designers. When communication is embedded within an artifact, it adds value to the artifact in the sense of helping to preserve the decisions that shaped the artifact. This communication is not extra work for designers but a natural part of their design activity.

The idea of associating communication with design artifacts goes beyond the design support possible in stand-alone electronic communication tools, such as email. When communication is stored in a separate place from the artifact to which it refers, then the context for understanding is fragmented and the important associations between communication and design product are difficult to reconstruct [Fischer 1991c]. By physically associating communication with artifacts, the context for understanding is enhanced. Communication adds meaning to the artifact, while the artifact provides context for interpreting the contents of the communication [Reeves , Shipman 1992]. When communication is made to serve design in this way, the resulting product captures an important component of the shared understanding of the stakeholders.

Capturing communication by routing it through artifacts and environments is an alternate approach to design rationale schemes that require developers to make an extra effort to record the reasoning behind their designs. While design rationale is regarded as an essential type of design knowledge for maintenance and reuse of designs, success cases are rare. Grudin [Grudin 1988] offers a cost/benefit analysis for the difficulty in capturing design rationale. According to this analysis, design rationale efforts fail because they require extra developers to make an extra effort to record rationale without providing any direct perceivable benefit for the effort. 

5.2.2.
Support in Eva: A Medium for Knowledge Construction

The Eva environment provides a medium for knowledge construction by accumulating representations and communication in a single, evolving artifact. In the evolving artifact approach, the goal is not just to lower the effort required to express design knowledge, but to establish a design practice in which communication is the primary activity, and representations are created to support communication. Ideally, creating external representations of ideas is a natural part of doing design, not a demand for designers to do extra work to document the reasoning behind their artifacts.

The evolving artifact stored in Eva is a cumulative design context that reflects the shared understanding of the stakeholders as well as the processes that led to the understanding. The Eva environment supports communication to be channeled through the artifact by means of an annotation facility which enables future users or developers to add comments to representations. Annotations allows discussions and comments about a representation to be captured and explicitly associated with the representation. By accumulating the representations and annotations, constructed knowledge is preserved at little cost to the designers.

Annotations are added to representations by means of the add comment command. The add comment command is executed on a selected object (the target) in the interface of either the Structure Navigator or the Topic Browser. The Eva system then presents the interface shown in Figure 5.4 to the users. After the user fills in the desired fields and selects “[image: image16.wmf],” Eva creates a descriptive object, populates it with the appropriate information, and links it to the target object.
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Figure 5.4. Eva Annotation Interface

The add comments interface presents the user with defaults which may be overwritten. The only fields that must be filled by the user is the comment field.

5.3.
Formalize

The purpose of the evolving artifact approach is to create a domain-oriented system, with domain-oriented objects and knowledge delivery mechanisms. To formalize means to give domain-oriented form to the evolving artifact – to create objects and mechanisms that support new work practices. Prototypes are representations for mutual understanding that enable the future users to envision the future by experiencing how domain-oriented objects and knowledge delivery mechanisms might support work in their domain. Prototypes require expressing domain knowledge in a form that is interpretable by computer. Creating and modifying prototypes is formalizing domain knowledge – a vital type of evolution in the evolving artifact approach.

In the evolving artifact approach, formalizing is seen from a modeling perspective rather than from the perspective of implementing a given specification.

5.3.1.
Programming From a Modeling Perspective

In many domains, designers create models to bridge the conceptual gap from requirements to solution form. For example, architects build scale models of buildings to help clients envision a building’s form. Such models are helpful, but fundamentally limited because clients cannot actually experience the models as they would in a use situation.

Software prototypes offer unique advantages for modeling because, in principle, there need not be a distinction between prototype and the solution form. Unlike scale architectural models, software prototypes can be made from the same material as the solution form. Therefore, they can allow users to actually experience the solution proposed by the designer.

5.3.2.
Formalizing in The Evolving Artifact

The Eva environment supports future users to experience, critique, and guide the formalization process. As with other representations, prototypes are discussed and modified until they represent a shared understanding.

In the evolving artifact approach, prototypes articulate questions, express ideas, and ground critiques. By externalizing goals and plans in concrete artifacts, design artifacts are created that (1) enable mutual understanding of domain as well as computing concepts, (2) ground and focus discussion, and (3) provoke breakdowns that talk back to both software designers (system builders) and domain workers (future users).

Third generation software design methods (as described in Chapter 3) are beginning to propose that this formalizing process needs to occur not just during the design process, but also throughout the lifetime of the system. This idea is the basis for evolutionary lifecycle models (e.g., [Fischer 1994]), and will be revisited in Chapter 7.

5.4.
Accumulate and Structure Representations

The evolving artifact approach is a evolutionary perspective of software development design in which shared understanding, as well as the designed artifact, are built in an incremental and cumulative manner. The goal is to capture a growing and shared understanding by accumulating representations and structuring them in ways that add meaning to the artifact as a whole.

The evolving artifact approach advocates a structuring strategy of “accumulate first and structure later.” This strategy is maximally cumulative, meaning that all design representations created during system design are kept in the evolving artifact. In addition, there are no a priori structuring rules imposed on the artifact. The reason for these strategies is to lower the cognitive costs of adding representations to the artifact. Cognitive costs come from having to decide what information might be useful in the future, or how to structure information before the utility of information is known [Shipman 1993].

The Eva environment provides an information space for storing and structuring representations. The information space holds descriptive and functional objects, all linked in a single hypermedia structure – the evolving artifact. The following subsections discuss different ways of structuring representations, and Eva’s tools for managing the evolving artifact.

5.4.1.
Structure Adds Meaning to Representations

Explicit associations between representations increases the context for interpreting the representations [Greeno 1989; Norman 1993]. This idea was discussed earlier with respect to associating communication with artifacts. However, there are potentially many types of representations besides communication, and these representations can be structured in an arbitrary number of ways.

Making and discussing correspondences builds a shared understanding about relationships among concepts represented in different formalisms. Correspondences also create structure that help to preserve the intentions behind the representations. In the Eva environment, correspondences between representations (such as between descriptions and prototypes) are implemented as hypertext links. These links are the “glue” that holds the evolving artifact together.
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Figure 5.5. Examples of Artifact-Centered Structures

An Evolving Artifact consists of descriptive and functional objects linked together to form structures. Embedded prototypes include a functional object and at least one descriptive object. Domain-oriented system structures include domain-oriented objects (implemented as functional objects) and domain information spaces (implemented as descriptive objects).

Artifact-Centered Structures

An important type of structure in the Evolving artifact are artifact-centered structures [Reeves and Shipman 1992]. In Eva, artifact-centered structures are formed by linking descriptive objects with functional objects. Similar to the way that communication adds meaning to a representation, descriptive objects provide a context for interpreting the functional object. At the same time, the functional object provides a concrete anchor for the descriptive objects. Two examples of artifact-centered structures in Eva are embedded prototypes and domain-oriented structures.

Embedded prototypes are realized by a special type of hypermedia link, called a trigger, that allows functional objects to be called from within descriptive objects. Triggers, in effect, cause the user to navigate to a prototype. When selected with the mouse, the trigger executes LISP code stored within the functional object, causing the prototype to appear on the screen. When the user is finished interacting with the prototype, it disappears from the screen and the user is once again in the hypertext. Trigger links are created by assigning a LISP function call to a region within a descriptive object. When that region is selected, the function is executed. When the execution is terminated, control is returned to the descriptive object. An example of an embedded prototype is presented in the following chapter.

Domain-oriented structures consist of domain objects that are linked dynamically with descriptive objects. The dynamic aspect of domain-oriented structures comes from the context-driven behavior of knowledge delivery mechanisms. As discussed in Chapter 2, domain-oriented objects provide a context for knowledge delivery. Knowledge delivery mechanisms use this context to locate information relevant to the user’s task-at-hand. This information is stored as descriptive objects in Eva. 

5.4.2.
Tools for Managing the Evolving Artifact

Eva provides two tools for viewing the evolving artifact: the Topic Browser and the Structure Navigator (see Figure 5.6). Both tools provide access to navigational aids and a query mechanism. Navigation aids and query mechanisms are complementary tools for finding information in large information spaces. While browsing is effective for navigating structures on the order of 100 objects, a query mechanism is necessary for locating information in larger structures. The query and browsing mechanisms in Eva complement each other: a query returns a list of objects, any one of which can be used as a starting point for browsing.

Eva’s tools for managing the evolving artifact are now described in more detail.
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Figure 5.6. Tools in the Eva Knowledge Construction Environment

The Topic Browser displays the contents of objects in Eva. The Structure Navigator displays the artifact as a graph of nodes (objects) connected by links. Both tools provide access to a query mechanism, navigation aids (such as bookmarks), and annotation facilities.

The Topic Browser

The Topic Browser is used to view the contents of objects (see Figure 5.7). Hypertext links contained within descriptive objects facilitate browsing from object to object. The descriptive object shown in Figure 5.7 contains purely textual information, but descriptive objects may also contain graphical information as well as embedded prototypes.
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Figure 5.7. The Topic Browser

The main portion of the screen is dedicated to displaying the contents of objects. The next largest portion of the screen (on the right side) is dedicated to maintaining two lists of links (each pointing to the named object): Bookmarks and Candidates.

The Structure Navigator

The Structure Navigator supports visualization, navigation, and editing of hypertext structures within large information spaces (see Figure 5.8). Structures consist of objects, represented by their titles, and links that connect descriptive objects. Individual descriptive objects can participate in multiple structures.
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Figure 5.8. The Structure Navigator

The main portion of the screen is dedicated to displaying structures. The next largest portion of the screen (on the right side) is dedicated to maintaining three lists of links (each pointing to the named descriptive object): Agenda, Bookmarks and Candidates. Directly above this portion of the screen are commonly used commands: Show Document Structure, Show Candidates, and Help. These commands are executed when selected by mouse.

Navigational Aids

The link lists on the right side of both the Topic Browser (see Figure 5.7) and the Structure Navigator (see Figure 5.8) screens are navigational aids, i.e., links to descriptive objects. In the Structure Navigator, selecting a list item causes its structure to be displayed. In the Topic Browser selecting a list item causes its contents to be displayed. All link lists may be opened to show its members, or closed, in which case an indicator is displayed to indicate the number of links the list contains.

• The Agenda list is controlled by the user. Items may be placed onto the list and removed at any time. The agenda list may also be reordered.

• The Bookmarks list is controlled by the system. Each time the structure of a descriptive object or its contents are displayed, it is added to the bookmarks. Items can be deleted from the bookmarks list one at a time or all at once.

• The Candidates list is controlled by the system. This list displays the results of the last show candidates operation.

Querying the Information Space

 The show candidates command (see Figure 5.9) searches the information space for objects that match a query. Queries can specify any combination of author, creation date and keyword. Eva supports an unlimited aliasing scheme [Furnaset al. 1987] that allows any number of keywords to be added to any given descriptive object at any time. Adding keywords to objects enables the information space structure to evolve over time.

When the show candidates command is executed, it displays matching objects in the candidates list, where they become starting points for navigation, as described above.
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Figure 5.9. Eva Query Interface

Eva supports queries by a wide set of criteria, including key words, last edit date, and author.

5.5.
Summary

This chapter has presented the evolving artifact approach for knowledge construction in software development. Table 5.2 summarizes the four strategies and the computational support for the strategies provided by the Eva knowledge construction environment. 

Table 5.2. The Evolving Artifact Approach and Computational Support

The Evolving Artifact Approach


Strategies
Computational Support
(The Eva Environment)

(1) Represent for Understanding 
Knowledge Construction Materials

(2) Discuss Representations
A medium for Knowledge Construction

(3) Formalize


Evolving toward domain-oriented objects and knowledge delivery mechanisms

(4) Accumulate and structure products of (1) and (2).

--> Back to (1)
Tools for managing the evolving artifact (including the Topic Browser and the Structure Navigator)

The following chapter presents a case study of a software development project in which the evolving artifact approach and the EVA knowledge construction environment were applied.

Chapter 6. Case Study: The EVAService Project

The previous chapter proposed the evolving artifact approach to operationalize  knowledge construction in software development. This chapter presents a development project in which the evolving artifact approach was applied. “Applied” here means that the project attempted to follow the strategies presented in the previous chapter, and that the Eva Knowledge Construction Environment was used to provide computational support.

The chapter begins by describing the background of the EVAService project including the participants and how the project began. Then a narrative of the project history is given to provide a general feel for how the evolving artifact approach was applied. Then a series of detailed episodes from the EVAService project are presented, with screen images of some of the artifacts created during the project. Finally, two follow-on projects inspired by the EVAService project are briefly described.

In the next chapter, a discussion of this case study assesses opportunities and limitations of the evolving artifact approach as it was applied in the EVAService project.

6.1.
Overview of the EVAService Project

The EVAService project aimed to design new computational support for service provisioning representatives at NYNEX. Recall from Chapter 2 that service representatives interact with customers to design telephone service configurations. The representatives used a constellation of legacy databases that added artificial complexity to their task. In addition, the paper-based documentation the representatives used was inadequate to support the fast location of information the representatives required. The service provisioning organization recognized the need for new computational support that would allow representatives to devote more attention to customers, reduce errors in the provisioning process, and enable representatives to learn as they worked.

The EVAService project aimed to design design-oriented objects and knowledge delivery mechanisms that would support service representatives to better operate in their knowledge-intensive domain. The design process was guided by the key strategies of evolving artifact approach, and supported by the EVA Knowledge Construction Environment. The artifact produced by the project is named EvaService. The EvaService artifact contained both prototypes and an information space. The EVAService project ran for about six months, and was continued in a follow-on project named Bridget. The prototype contained in EvaService was used as a starting point for the Bridget project.

The EvaService project encountered several factors that were not anticipated by the Evolving Artifact Approach, including a diverse set of stakeholders from several different workplace cultures, and a prior development project, named FOCUS, that affected the way the EVAService project was run as well as the attitudes that the users in the project held toward software development. These factors are discussed in the following subsections.

6.1.1.
Stakeholders

The stakeholders in the EVAService project included a diverse group of users, each having a slightly different perspective on the development process, as well as a different role in the actual design activities. In this section the different stakeholder groups are described.

Developers

The EVAService development group consisted of three developers, including myself. The developers worked in NYNEX Science and Technology, a research and development arm of the NYNEX company. Each of the developers were educated as computer scientists and had little prior knowledge of the service provisioning domain. The development group had the dual goals of designing a new system for service provisioning as well as investigating the evolving artifact approach in the context of an actual software development project. Therefore, the developers were motivated to follow the strategies of the evolving artifact approach, and were committed to using the EVA knowledge construction environment. 

Users

The users in the EVAService project were considered to be all people who would have a stake in the day-to-day use of the system, including service representatives, their supervisors, and upper management.

Service representatives  are the workers who actually operate the system in the course of interacting with customers to design service configurations (as described in Chapter 2). Service representatives work under a union labor agreement, and were  strictly limited in the time they could devote to participating in development activities, since these activities fell outside the established labor agreement. 

Supervisors  oversee groups of about ten service representatives, and are responsible for the overall performance of their group, in terms of services provisioned, error rates and customer satisfaction. Supervisors typically began their careers as service representatives and were promoted based on their superior performance and domain knowledge. 

Service provisioning managers oversee the operation of a provisioning office, which is comprised of several groups of service representatives and their supervisors. Office managers are responsible for the overall service provisioning operation, including computational tools, documentation and training. There are dozens of such offices within the regional telephone company. The EVAService project involved only a few of these offices directly, but was assumed to be working toward a design solution that would eventually affect each of the offices.

In the remainder of this chapter, the generic term, “user,” refers to any stakeholder from the service provisioning organization. 

6.1.2.
Project Background

The EVAService project took place against the background of an existing development project. At the time the EVAService project began, the user organization had been involved for three years in a development project to develop a new system for service provisioning. This project, named Focus, was not proceeding in a satisfactory manner. It had cost the Service Provisioning organization more than $150,000,000, and had yet to produce a functioning prototype or any other tangible result.

The development strategy in the Focus project followed the classic contract development model [Grudin 1991]. Service provisioning management first produced a request for proposals that described what they wanted in a new system. The development company then sent about 10 analysts to meet with service provisioning management. Final system requirements were negotiated and a requirements specification document was produced. The purpose of this document was to “freeze” the requirements, and to serve as a contract that described the responsibilities of the Focus development group. The development company then assigned about 100 programmers to the project and began to design and implement a new service provisioning system based on the specifications document. 

After three years, the Focus project was behind schedule and over budget, and the developers had yet to show prototypes or any other evidence of progress to the users. By this time, the users had already spent so much money on the development of the system that it was not feasible to stop the development process, and yet they had received no tangible benefit. They could not even assess the progress of development (except that it was behind schedule). On the other hand, the developers already had devoted so much time and effort that it was not feasible to change their practices or to reopen the requirements process. In effect, the development project was locked into a dysfunctional process. 

The Focus development process was dysfunctional because relevant knowledge could not be activated. The requirements specification were functioning as a barrier to user involvement and, in particular, to the elicitation of domain knowledge from the user group. The specification document essentially limited discussion between users and developers.

The EVAService project was initiated as a parallel project to Focus. The EvaService development group became involved in the project “through the back door”: We heard that a manager from the service provisioning organization was coming to visit our labs. We developed a presentation involving a very simple prototype and a few diagrams describing our view of the problems facing the user organization, and our proposed solution approach (see Figure 6.1). When the manager stopped by the lab, we presented our idea to her using Eva. The diagrams grounded a discussion of the problems facing the service provisioning domain. We then demonstrated the prototype to illustrate our proposed solution. Although the prototype was simple, it was effective in communicating a new type of interface that would address many of the problems we had discussed. 
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Figure 6.1. The Initial EVAService Presentation

A prototype of a new interface for service provisioning (Service Order Form at the bottom right) is shown against a diagram of the service provisioning problem. The diagram depicts the service representatives, their computational tools, and the people with whom the representatives interact. The Service Order Form prototype demonstrates how a system might present a single interface to the representative while automatically managing communications with the databases in the background.

The simplicity of the prototype indicated that much more service provisioning domain knowledge was needed to develop it into a realistic system. We discussed that this knowledge should come from the service provisioning organization, including managers, supervisors and service representatives. We also discussed that refinement of the prototype should be incremental, with the user organization playing an instrumental role in the direction this refinement would take.

The service provisioning manager liked our presentation. We had shown her a new perspective of how the service provisioning problems might be addressed, and also a new approach to software development. In the time that the Focus project had existed, she had never seen a prototype. She had no concrete idea of what her organization was getting from the contractors, and she had no idea of what the contractor’s progress was. In contrast, the evolving artifact approach promised an open development process, in which the user organization would be intimately involved. She agreed to make some resources available to us, including access to supervisors and service representatives (on a limited basis due to the existing labor agreement) and some of the information sources service representatives used, such as the representative’s handbook and user manuals for the mainframe database systems.

The EVAService project began as a low-cost, low-risk, exploratory effort to explore the use of the evolving artifact approach in a challenging problem domain. The EVAService development team hoped to demonstrate that the approach could succeed in solving the complex problems posed by the service provisioning domain, and at the same time hoped to benefit the service provisioning organization by providing new insights into how the service provisioning practice could be improved. 

6.2.
The EVAService Story

This section describes the EVAService project in the time from the initial meeting with the service provisioning manager to the project’s termination six months later.

6.2.1.
Visiting the Service Provisioning Workplace

After the initial meeting with the service provisioning manager, the EVAService developers made visits to provisioning offices, where we observed service representatives as they worked. We also spoke with representatives, supervisors and managers. During these visits, we took notes which were later entered into EvaService. We were impressed with the skill and knowledge representatives displayed as they performed their work. 

We also noted that, although the representatives were experts in using their computational tools, they had little understanding of the technological possibilities for redesigning their tools. Over an informal lunch in the cafeteria of the provisioning office, we asked a small group of representatives what they felt would be the ultimate service provisioning system. The representatives answered that they would like a “split screen” interface that would allow them to see four database screens at a time. The representatives had heard of such an interface being developed in another provisioning organization within the company, and they felt that a system that allowed them to interact with four databases simultaneously would be a great improvement over their current interface, which displayed only a single screen at a time. While such a split screen interface would certainly be an improvement over their current system, we were surprised that the representatives did not envision more radical changes in their “ultimate system.” 

We attempted to explain our idea for a system that would present a single interface to the representative while interacting with the databases in the background. However, in the context of the informal discussion, with no concrete artifact to point to, we could not communicate this idea to the representatives. This example illustrates that the service representatives understood their domain in a very concrete manner: while they could imagine a new system that was conceptually similar to their existing one, they had difficulty envisioning a radically different type of system.

6.2.2.
Developing the Prototype

In the following weeks, we continued working on the simple prototype we had shown to the service provisioning manager. We obtained a copy of the service representative’s handbook, which contains a great variety of domain knowledge that the representatives use to provision services. The handbooks influenced the development of the prototype in two ways. First, the handbook contained knowledge that could be delivered by the system to help representatives with complex tasks. This knowledge included general information about the services, such as required hardware. This knowledge was basically copied into the EvaService prototype using descriptive object primitive provided by Eva. Second, the handbook contained procedural knowledge that could be directly performed by the system. Examples of such knowledge included tables for calculating monthly rates for service configurations, and logic tables that guided the representatives in the negotiation. This procedural knowledge was formalized using Eva’s functional objects, enabling the prototype to show how these tasks might be automated.

6.2.3.
Stakeholders Visiting the Labs

Stakeholders from the service provisioning organization were extended an open invitation to visit our lab. Each visit had the dual purpose of communicating our ideas as well as eliciting domain knowledge from the users. For each meeting, we would prepare a demonstration, including descriptions and prototypes, to show the users progress and ideas for further development. During meetings we would record the user’s comments and ideas in the form of handwritten notes. After the users left we would add these notes to the EvaService artifact.

We soon realized that only managers and supervisors would be able to visit our lab. Service representatives were not authorized by their labor agreement to take time away from their job to participate in the development process. The fact that the representatives could not be more involved was discouraging, but because the supervisors had formerly been representatives, we felt they were a reasonable substitute for active representatives. Supervisors were able to point out many improvements to the prototypes, and came up with the name of “smart form” to describe the mechanism underlying the prototypes. We had previously referred to the interface as a “dynamically reconfigurable form.” When the supervisors renamed the interface as a “smart form” we knew they understood the concept. 

6.2.4.
Role Distribution

In the EVAService project, developers created all representations. We had hoped that  stakeholders from the user group would also create representations, but they were not inclined to do so. This might have been because the users were not housed in the same building as the developers, and did not have access to the Eva system. Another possible reason is that, in the existing organizational culture, stakeholders from the user organization were not trained to create their own design representations. In any case, this role distribution, in which developers did essentially all of the representing, did not seem to bother the users. Although they did not create representations, the users were active in discussions and were enthusiastic in making suggestions for improvement and in pointing out where the developers had gotten something wrong. Developers were careful to note the users’ suggestions and to incorporate them as soon as possible into the evolving artifact. Overall, the users seemed to enjoy their participation in the EVAService project, and they appreciated that they could see incremental progress driven by their comments and suggestions.

We had envisioned a process in which users would experiment with the prototype and then directly enter their comments using the annotation facility described in Chapter 5. However, the users were content to let the developers demonstrate the prototypes, and thus the annotation facility was not used. Instead, developers entered all information into the system after the meetings were over. The developers chose to use a complex hypertext editor rather than using the simpler annotation facility, because the editor provided much more functionality and was familiar to the developers.

6.2.5.
Making Invited Presentations to Provisioning Offices

As the EVAService project progressed, developers were invited to make numerous presentations to service provisioning offices that weren’t directly involved in the project. We ported EvaService to a laptop computer, and used the diagrams and prototypes from the artifact to present our approach and the progress of the project. The presentations were very well received. The prototypes made the smart form concept concrete, while the diagrams demonstrated our understanding of the service provisioning problem. While these presentations were valuable in showing the user organization a novel approach to software development and a novel approach to the service provisioning problem, they were also an opportunity for us (as developers) to learn more about the domain. We recorded new ideas and insights gained from the presentations in the EvaService artifact.

All of the representations for mutual understanding created during the project were accumulated and structured in EvaService. At the end of the EVAService project, EvaService contained over 400 objects, including rich pictures, prototypes, design rationale, domain knowledge, and technical reports. The prototypes in EvaService were progressively realistic versions of smart forms for service provisioning. The evolution of the smart forms was driven by following the strategies of representing ideas, discussing representations, formalizing, and accumulating representations in an evolving artifact.

6.2.6.
The Final EvaService Prototype 

The final EvaService smart form prototype consisted of hundreds of fields, structured into about ten nested forms (see Figure 6.2). The fields of the prototype enforced dependencies between fields, performed rate calculations automatically, presented a summary of the current service configuration, and illustrated how the smart forms could offer suggestions to representatives based on the information already entered. Some aspects of the smart forms functionality were mocked-up, rather than fully implemented. For example, the smart forms were not physically connected to databases. Instead the forms simulated communication with the databases by displaying messages, such as “contacting database to verify credit.” Initially, this technique of simulating the communication with databases was not problematic. The essential problem for development was to redesign the relationship between representatives, their computational tools, and domain information. The EvaService prototype proved effective in supporting a shared vision of how to address this problem. However, as the prototype evolved, the problem of database connections became critical.
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Figure 6.2. The Final EvaService Smart Form Prototype

The EVAService prototype (temporarily named Simon) consisted of hundreds of fields structured into 9 nested forms. The Customer information nested form at the screen is open, as are two others. The prototype included many domain-oriented mechanisms to support service provisioning, including a checklist (bottom right), automatic rate calculation and knowledge delivery mechanisms. 

Connecting the smart form prototype to the underlying databases became critical when developers needed to understand how information could be automatically extracted from, and entered into, the databases while representatives interacted with the smart form. Investigation of these complex access and timing issues required that the smart forms actually be connected to the databases. This requirement caused the EVAService project to be moved to different platform because the Eva environment did not provide the technical support for connecting to the databases.

At this point a different group of developers took over and created a new system, named Bridget (see Figure 6.3). Bridget was based on the EvaService smart form prototype and further developed to the point where it could be connected to the legacy databases and used by service representatives to provision services on a limited bases. Field tests of Bridget showed that, with 30 minutes training time, representatives were as fast using Bridget as they were using the mainframe databases they had used for years. On this basis, Bridget was considered a success.
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Figure 6.3. The EVAService Project Timeline

The EVAService project ran for six months, until it was continued on a different platform in the Bridget project. Bridget built upon the smart forms prototype of EvaService, and was eventually fielded on a limited basis. Field tests found that, with only brief training, service representatives were as fast using Bridget as they were using their existing provisioning tools.

6.3.
Details from the EVAService Project

This section presents a series of episodes from the EVAService project. First, the basic smart forms concept is described. The following subsections present examples of the artifacts created during the EVAService project and stored in EvaService.

6.3.1.
Smart Forms for Service Representatives

Smart Forms are an extension of conventional form-based interfaces. Conventional form-based interfaces are an established means to support entry of data into repositories [Girgensohn 1995]. Forms present the user with a structure that is made up of fields, into which data is input. The fields may be structured into groups, such as hierarchies and lists. The form-based interfaces on the legacy mainframes used by service representatives were screen based, meaning that data is retrieved and displayed a screen at a time. The screens are designed to minimize the number of database accesses that are required to fill an order. Consequently, each screen that the representative sees contains many fields that are not relevant for the particular task they are performing. This requires the representative to determine which fields must be filled to complete a particular type of order. Thus, the screen-based legacy databases make the provisioning task difficult to learn and contribute to provisioning errors.

Smart forms are an extension of conventional form-based interfaces that use workstations as a client of the legacy systems, and present a single, dynamic screen to the service representative. As a client, the workstation can communicate (i.e., send and receive data) with the mainframe server in the background, while in the foreground presenting fields to the representative that are tailored to the specific provisioning task at hand. Fields are displayed dynamically in the sense that they can be presented to or revealed from the user as data is entered. In contrast, the screen-based structures display the same fields regardless of what specific provisioning task is taking place.

The initial prototype we showed to the service provisioning manager (See Figure 6.1) demonstrated the idea of a dynamically reconfigurable form-based interface. Figure 6.4 illustrates how dynamic forms work. Before the representative enters any information, the form displays only four buttons, each corresponding to one of four possible tasks that may be performed (e.g., new order, change order, terminate service – see Figure 6.4-a). When one of these fields is selected to indicate the current task, the dynamic form displays additional fields that are relevant to that particular task. In Figure 6.4-b the representative has selected “new” and the system has presented the fields necessary to complete a new order. The fields are structured as hierarchical lists, with only the top level displayed until the representative chooses to open them and fill in information.
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Figure 6.4. The Smart Form Concept

Smart Forms configure themselves dynamically according to input. (a) above depicts a Smart Form before any input. The form offers four buttons to the user. (b) depicts the same form after the user has selected the “new” button, and has proceeded to fill in fields that form dynamically presented. If the user had chosen “disconnect” from the original set of buttons, the Smart Form would have presented a different set of fields.

Dynamic form-based interfaces are a rich interface model for domain-oriented systems supporting data entry in knowledge-intensive domains. The fields of dynamic forms are domain-oriented objects that form an explicit shared context for knowledge delivery mechanisms. Based on the data that is entered into fields, dynamic forms can provide knowledge-based support for users, such as presenting only fields that are relevant for a particular task, or delivering knowledge relevant to the particular task at hand. 

The EVAService developers were familiar with the idea of dynamic form-based interfaces before the EVAService project began. However, the developers lacked the application-domain knowledge required to implement dynamic forms that would support service representatives in their work. Implementing form-based interfaces that are oriented to a specific domain involves determining what fields the form should contain, naming them, and grouping these fields into structures. Desirable behaviors, such as displaying only fields that are relevant in a particular context, or delivering knowledge relevant to the task at hand, must also be identified and formalized. 

Constructing the knowledge to implement domain-oriented forms for the service provisioning domain was the essential challenge in the EVAService project. In the following subsections this knowledge construction process is illustrated with examples from the EVAService project.

6.3.2.
Rich Pictures

As described in Chapter 4, rich pictures are ad hoc drawings that depict a situation using diagrams and labels. Rich pictures are informal in the sense that they are not interpreted by the computer. Instead, they are interpreted by stakeholders, and serve as an explicit grounding for discussions of the situation depicted. Rich pictures are created using descriptive objects in the EVA system.

Rich pictures were used often in the early stages of the EVAService project to activate the users’ knowledge about the service provisioning domain. Developers created rich pictures and stored them in EVA prior to meeting with users. During the meeting, the pictures were displayed in the EVA Topic Browser, and were used to ground discussions of the situations depicted in the pictures. 
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Figure 6.5. A Rich Picture Displayed in the EVA Topic Browser

This rich picture depicts the tools and information resources used by service representatives. 

The picture shown in Figure 6.5. was created by developers to learn about the various information sources and what the role of each was in the provisioning task. Discussions grounded by this picture activated knowledge about:

Completeness. Were all the important information sources represented in the diagram? The original diagram did not include “paper notes on desk,” but users indicated that such paper notes were used as an external memory to record information until it could be entered in the appropriate database.

Relative importance. Which sources were essential, and which were not? Some information sources, such as methods and procedures documentation, were heavily used by novices. Other information sources were considered unreliable and were not depended upon for accurate information. The “BMEX” database, for instance, contained information about what services were available for different geographic regions served by NYNEX. However, this database was known to be out-of-date, and therefore was not trusted by service representatives.

Pointers to further information. Each information source was managed individually by different people, often in different departments. Users were able to provide information about contact people for each information source.

Throughout discussions with users, developers took notes. After the meetings, this information was entered into the EVA system by creating additional descriptive objects and linking them to the rich picture. The rich picture shown in Figure 6.5. evolved in two ways: (1) it became more complete and detailed, and (2) more descriptive objects were linked to it. 

6.3.3.
Embedded Prototypes

Prototypes are interactive representations that illustrate the behavior of an interface object or mechanism. Prototypes were created by developers in the EVAService project using functional objects as described in Chapter 5. Once created, prototypes were embedded into descriptive objects, such as rich pictures. Prototypes were used in the EVAService project to help stakeholders communicate about possible appearances and behaviors of domain-oriented objects (see Figure 6.6 and Figure 6.7).

The functional object shown in Figure 6.7 is a prototype that demonstrated how dynamic forms could hide or display fields depending on the information previously entered into the form. The prototype is interactive, responding to input by hiding and displaying fields as information is entered. The prototype is embedded in a descriptive object, which is grayed-out when the prototype is active. Representing this idea in the form of an interactive prototype allowed users to see and to experience it, rather than having to simply imagine it.
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Figure 6.6. A Descriptive Object Containing a Trigger Link
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Figure 6.7. An Embedded Prototype

Figure 6.6 shows a descriptive object. The dark oval, in which the Service Rep is standing, is a trigger link. When the oval is selected, it causes an embedded prototype (labeled Provisioning Form) to become active, as shown in Figure 6.7. When the user clicks on the “end” button of the prototype (where the mouse cursor is located in the image above) the prototype disappears.

As mentioned above, the “Smart Form” name was given to this interface technique by users, who recognized that the form “knew” how to interact with underlying databases. The developers felt that, by coining the smart form name, the users demonstrated that they understood the concept behind the interface technique. This was an important step in building a shared vision of how the service provisioning practice could be redesigned. Once the smart form was named, users began to imagine what behaviors a smart form might have, such as performing calculations, checking for errors, and delivering knowledge.

The technique of embedding prototypes in descriptive objects supports artifact-centered structures, in which comments and descriptions are linked to the actual artifact (i.e., the prototype) to which they refer. Developers intended for users to browse through descriptive objects, interact with prototypes, and record their comments using the annotation facility described in the previous chapter. The technique of embedded prototypes was developed to provide users with additional context for understanding the intent behind prototypes, as well as to be an easy way of activating the prototypes. Although the embedded prototypes were not used this way in the EVAService project, developers felt the technique was effective in allowing the different types of representations to be seamlessly integrated in demonstrations and presentations.

6.3.4.
Designing Knowledge Delivery Mechanisms

Knowledge delivery is the presentation of information that is relevant to the task in which the user is currently engaged. In form-based interfaces, the user’s task is determined by the state of the form – i.e., what fields have been filled and the contents of the fields.

In the EVAService project, developers created the prototype shown in Figure 6.8 to demonstrate the concept of knowledge delivery. The prototype is implemented using a functional object, while the delivered knowledge is implemented using a descriptive object. 
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Figure 6.8. Knowledge Delivery in EvaService
A prototype demonstrating knowledge delivery. The call forwarding information is presented when the user selects the call forwarding field of the Provisioning Form.

The prototype shown in Figure 6.8 played the dual role of demonstrating the concept of knowledge delivery to users, and eliciting domain knowledge from users. The prototype showed how information formally found in the paper-based handbooks could be delivered by the smart form. The prototype also communicated to users that, while the developers knew how to implement knowledge delivery mechanisms, they did not know what information should be delivered. Note that the “delivered knowledge” in the prototype is merely suggestive of relevant knowledge (e.g., each of the sentences ends in “...”).  The incomplete nature of the knowledge delivered in the prototype provided an opportunity for users to articulate what knowledge would actually be helpful in this situation.

In the prototype shown in Figure 6.8, relevance is simply dependent on a single data field. This prototype conveyed the concept of knowledge delivery so users could begin to think of other, more complicated situations, in which knowledge delivery would be useful. Later prototypes contained more elaborate knowledge delivery mechanisms.

6.3.5.
Formalizing Existing Domain Knowledge

In the previous chapter, “formalize” was defined as representing knowledge in a form that a computer can process. Formalizing domain knowledge is an essential step in the development of domain-oriented systems, since it allows the computer to support the practices of domain workers. The representative’s handbook was an important source of domain knowledge that helped developers to understand the service provisioning domain. However, developers often did not know what knowledge should be formalized.

The representatives handbook is a large, paper-based document containing a vast amount of information describing services and procedures for provisioning the services. Figure 6.9 shows an excerpt from the handbook that has been implemented as a descriptive object. Developers originally created this object because they thought it might be useful as delivered knowledge. Later, they realized that the information contained in this descriptive object could be easily formalized and thus enforced by the smart form. 

The use of existing documentation as a guide for system design has been described by others (e.g., [Lubars 1993]). However the approach used in the EVAService project is unique for two reasons: (1) the implemented functionality is used as a representation for mutual understanding, and (2) the original documentation is retained as design rationale for the prototype.
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Figure 6.9. An Excerpt from the Representative’s Handbook

This descriptive object was based on information in the representative’s handbook. It is a logic table used to guide representatives in a particular type of order negotiation. Developers programmed Smart Form prototype to support the logic of this table – thus formalizing it. The descriptive object shown above was kept in the EVAService artifact as rationale for this formalized knowledge.

The purpose of formalizing existing documentation was not to blindly enforce the procedures described in the handbook, but rather to create representations that would help stakeholders envision new relations between tools and documentation. It is dangerous to assume that documentation accurately reflects the practice of workers because often what workers actually do is different from formal descriptions [Sachs 1995; Suchman 1987]. For this reason the functionality created by formalizing existing documentation was evaluated by users to ensure it fit the work practice.

The descriptive object shown in Figure 6.9 was kept as part of the evolving artifact even though the procedure it describes is now enforced by the prototype. Because the logic table is enforced by the system, it is unlikely that service representatives will need to see the documentation that describes the procedure. However, the documentation might be valuable in the future when the functionality of the system needs to be modified. In most cases, the people who modify systems were not involved in the original development, and lack domain knowledge to understand implementation decisions. The information contained in the documentation might help avoid a maintenance error.

6.3.6.
The EvaService Information Space

At the end of the EVAService project, the EvaService artifact contained over 400 objects, including about 15 rich pictures, 4 smart form prototypes, 5 technical reports and many other types of information created during the project (see Figure 6.10).
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Figure 6.10. The EVAService Information Space

A portion of the information contained in the EvaService artifact as viewed in the Eva Structure Navigator. All representations created in the EVAService are accumulated and structured in the EvaService artifact.

EvaService contains two primary structures, one containing domain-oriented information, and the other containing development-oriented information about the Eva environment and the evolving artifact approach.

Figure 6.10 shows the domain-oriented structure, consisting of 221 objects. This structure includes 26 objects containing information about the service provisioning organization, 33 objects containing excerpts from the representative’s handbook, 6 presentations given to service provisioning offices, and 4 smart form prototypes. Information that is used by the smart form’s knowledge delivery mechanisms is also contained in the domain-oriented part of the structure.

The development-oriented structure consists of 190 objects, including 2 technical reports about the Eva environment and the EVAService project, 4 research papers, and documentation for the Eva environment. Documents, such as technical reports, are composed of many individual objects.

Developers made extensive reuse of objects in the information space. For example, rich pictures originally created to ground discussions with users were reused in technical reports and research papers. Excerpts from the representative’s handbook were reused as documentation for formalized knowledge, as described above.

The information space is structured in an ad hoc manner, meaning that structure is imposed on the information when the need is perceived to do so. All structuring of the information was performed by developers. Each object in the information space is named and can be assigned an arbitrary number of keywords that are used to retrieve objects using Eva’s query mechanism. Keywords were used extensively by developers, and provided a secondary means of structuring the information space.

6.4.
Follow-Ons to the EVAService Project

The EVAService project inspired follow-on projects within NYNEX at two levels. The Bridget project was at the application level. It directly followed the EVAService project, and further developed the smart form prototype. The Design Intent project is at the software development level. It built upon and extended the ideas instantiated in the EVA environment. This section briefly describes these follow-on projects to illustrate the influence of the EVAService project on development practices at NYNEX. 

6.4.1.
The  Bridget Project

The Bridget project used the smart forms prototype developed in the EVAService project as a starting point to develop a PC-based service provisioning system, called Bridget (see Figure 6.11).
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Figure 6.11. The Bridget System

The Bridget system is based on the smart forms concept. This figure shows the use of nested forms (the customer item has been opened). Bridget was connected to the legacy databases and field tested by service representatives, who used it to provision orders from customers. 

The Bridget project benefited from the good will created between the stakeholders in the EVAService project. It received increased support from management, including an agreement for a service representative to be hired as a member of the Bridget development team. The EvaService prototype was a starting point for Bridget, but further development was required before Bridget could be considered realistic. This work included establishing communications with the legacy databases and further refining the  smart form. The Bridget system evolved incrementally through close collaboration between developers and users. Bridget was eventually placed in a service provisioning office, where it was used to do work on limited basis and formally assessed as successful. Compared to other provisioning prototypes fielded within NYNEX, the Bridget system was unique in its use of an interface based on dynamic forms. The Bridget system differed from EvaService in that it did not contain a rich information space.

6.4.2.
Design Intent

In 1994, the Advanced Software Development Environments (ASDE) group was formed to study new methods and computational support for software development in NYNEX. The group was comprised of members of both the EVAService and Bridget development teams. Some members of the ASDE group continued to use and develop the Eva system, while others developed the Design Intent system. Design Intent is a development environment similar in spirit to the Eva environment, aiming to support communication and mutual learning in the software design process. The design intent environment is described in more detail in the following chapter.

6.5.
Summary

This chapter has described the EVAService project and the follow-on projects that followed it. The goal of the EVAService project was to construct the understanding necessary to redesign the service provisioning domain. The project was successful in creating a shared vision and capturing the vision in EVAService, an evolving artifact that contained both prototypes and project documentation. 

The following chapter assesses the evolving artifact approach as it was applied in the EVAService project, and discusses improvements to the approach and its computational support.

Chapter 7. Discussion

This thesis has developed a conceptual framework for knowledge construction, and an approach to operationalize knowledge construction in the context of software development. The previous chapter described a project in which the approach was applied in an industrial setting.

This chapter proposes that the idea of knowledge construction has implications beyond software development. It shows that knowledge construction in software development is just the first step in an ongoing development process that is as much social as it is technical. This chapter asserts that knowledge construction processes eventually must impact the organization in which users and developers work. 

The chapter begins by assessing the evolving artifact approach as it was applied in the EVAService project. Limitations and opportunities surfaced by the assessment lead to a discussion of implications for knowledge construction in contexts beyond software development. Follow-on projects to the EVAService project provide a picture of how development processes can extend into the use of domain-oriented systems. The concept of knowledge construction in system use is introduced, and implications are drawn for the sustainability of this type of knowledge construction throughout the lifecycle of a domain-oriented system. Finally, the notion of knowledge construction is applied to organizational learning. A scenario based on the service provisioning domain is presented to illustrate the idea of a knowledge construction culture in an organizational context.

7.1.
Assessing the Evolving Artifact Approach in the EVAService Project

The EVAService project was the first participatory and evolutionary development effort the service provisioning organization had experienced. They appreciated being able to see progress, and to have their ideas incorporated in the evolving artifact. They liked the evolving artifact approach enough to tell their colleagues about it. Developers were invited to give presentations to other groups in the service provisioning organization to inform them about what they should expect in new systems and in the development process.

This section will first discuss the relation of the EVAService project with the Focus and Bridget projects. It will then assess the evolving artifact approach as it was applied in the EvaService project.

Contrasting EVAService and FOCUS

While the Focus and EVAService projects cannot be compared directly, there is a clear difference in their development styles, the resources they required, and the products they produced. 

In the Focus project , 100 people worked for over 3 years at a cost of over a hundred million dollars and did not produce a single prototype. The Focus project is an example of a first generation development approach. It began with a requirements document that was assumed to be a complete description of the user’s needs. It then attempted to produce elaborate formal system specifications before beginning implementation. While such document-driven approaches may be suitable for well understood classes of software, such as compilers, they are not appropriate for highly interactive software systems that are to be embedded in complex work practices [Boehm 1988]. 

Using the evolving artifact approach, 3 people worked for about 6 months and produced an artifact containing several prototypes integrated with a large information space of domain-oriented documentation. The EVAService project intertwined learning about the problem with solving it. It produced an artifact containing domain-oriented documentation (rather than formal specifications) and prototypes.

EVAService and Bridget

The EVAService played an essential role in the Bridget project. Although the EVAService project eventually broke down, the shared understanding it produced was the basis for the Bridget system. The Bridget project used EvaService as a functioning specification to produce their initial system. By doing so, the Bridget developers were able to benefit from the experiences of the EVAService developers. The Bridget system underwent significant evolution to reach its final state, but the kernel of the system is directly attributable to EvaService. The influence of EvaService on the Bridget project is discussed in more detail below.

We now look at the strategies of the evolving artifact approach as they were applied in the EVAService project. As presented in Chapter 5, the four strategies of the evolving artifact approach are: (1) represent for understanding, (2) ground discussions with representations, (3) formalize, and (4) accumulate and structure representations. The following sections assesses how well each of these strategies worked in the EVAService project, and discuss key issues raised by the experience.

7.1.1.
Represent for Understanding

Recall from Chapter 5 that the primary reason for creating representations for mutual understanding in the evolving artifact approach is to express ideas in an explicit manner so they may serve as a starting point for the construction of shared understanding. 

Many different types of representations were created in the EVAService project. The types of representations that played the largest roles in the construction of shared understanding among stakeholders were rich pictures and prototypes. Rich pictures were created mainly to express ideas about the existing service provisioning domain, while prototypes were used mainly to express ideas of how new computational tools could change the way service representatives worked.

Rich pictures made the boundaries of the developer’s domain knowledge apparent to users, and put the users in the role of experts by allowing them to critique the representations. Users often articulated domain knowledge that developers would not have known to ask for explicitly. Prototypes were used in a manner similar to the rich pictures: to express what developers knew and what they didn’t know, and to provide an opportunity for users to articulate their knowledge. When developers lacked the service provisioning knowledge to flesh out a prototype in a realistic fashion, they would take a “best guess” at what the prototype should be, and ask the users to critique the prototype.

This use of representations in the evolving artifact approach can be contrasted with first generation development methods (as described in Chapter 3). In first generation methods, representations are assumed to be transformed from one form to another. For example, the requirements document is transformed into a specification, which is in turn transformed into an implemented system. Representations in first generation methods must be complete since ambiguities in one representation are carried over into the next one through the transformation process. In the evolving artifact approach, representations need not be complete. Instead, ambiguities in representations are considered as opportunities for activating knowledge and creating new understandings. In this sense, ambiguities in representations are the driving force for knowledge construction.

Does it Matter Who Creates Representations for Mutual Understanding?

We had hoped to engage users to play a part in the creation of design representations, but they were not inclined to do so. This raises the issue of whether it matters who does the representing in the evolving artifact approach.

Proponents of second generation development approaches believe that users must play the central role in designing the systems they will eventually use. Many participatory design practitioners argue that users must actually create and manipulate the design representations to be properly empowered in the design process [Schuler and Namioka 1993]. In the EVAService project, the users did not play this role, and yet they were pleased with the design process and with the results. On this basis, I assert that who creates design representations is not as important as the nature of the representations and how they are employed in the development process. 
7.1.2.
Ground Discussions with Representations

As noted in Chapter 5, the phrase “ground discussions with representations” has two meanings in the evolving artifact approach. The first is to make representations the focal point of discussions between stakeholders. The second meaning is to physically associate communication with the representation to which it refers – thus routing communication through the artifact. To this end, the EVA environment provides an annotation facility to allow comments and other communication to be attached to an existing representation. Ideally, the evolving artifact would act as a medium of communication among stakeholders, capturing the communication as a by-product. In the EVAService project, this ideal was not realized. Instead, “communication” consisted mostly of notes the developers took during design meetings and then added into EvaService artifact. 

It was difficult for service representatives come to the development building because the organization did not support their leaving the provisioning office. This problem was intensified by the fact that the EVA environment could not easily be transported to the user’s work site. This situation forced the developers not only to assume the burden of representing the processes they observed at the users’ site but also to ensure that all feedback and additional information conveyed in informal conversations was entered into EvaService. It soon became apparent that it was impossible to capture all the ongoing communication and important feedback discussions in an appropriate and quality manner.

Does it Matter Who Inputs Communication?

Above I asserted that it was not essential for users to create design representations for mutual understanding. Here I assert that it is highly desirable for users to input their own comments and critiques about the design representations. 

The difference between representations for mutual understanding and communication is that, while representations are merely starting points for discussion, communication is how participants express their stake in design process. This expression should come directly from stakeholders.

In the EVAService project, the fact that developers entered all information created an inconvenient bottleneck. But more importantly, users in the EVAService project could not have entered their own information even if they were inclined to do so. The limitations in routing communication through the EvaService artifact had a organizational aspect and a technical aspect. Organizationally, users were not supported to spend time away from their jobs to participate in development. Technically, the Eva environment was not suitable for placement in the users environment. 

Neither organizational or technical limitations were fatal to the EVAService project. But these limitations must be addressed in future projects. Doing so would improve the quality of participation and give the users a greater sense of ownership if they could express their ideas and opinions directly in the evolving artifact. Organizational guidelines and permissions for user participation should be established at the beginning of a project. On the technical side, development environments should be usable and accessible to all stakeholders.

It should be noted that the face-to-face communication in the EVAService project was very effective at communicating ideas and building shared visions. The quality of the interaction afforded by face-to-face communication would be difficult to duplicate on-line. Direct communication among stakeholders seems most important in the early stages of a development project, while perhaps becoming less essential as the project progresses. This is not to say that communication is less important in the later stages. Rather, that the need for face-to-face communication might decrease as participants become familiar with each other and with the project.

7.1.3.
Formalize

In the evolving artifact approach, formalizing domain knowledge means to represent it in a form that the computer can process. Formalization is the process by which domain-oriented objects and knowledge delivery mechanisms are created. The LISP-based development substrate in Eva provided a flexible medium that allowed prototypes to be quickly built and modified. However, Eva was less successful in providing the support necessary to connect the prototypes with the legacy databases. The lack of support for connecting with the databases eventually forced the project to be continued on a different platform. While in the best possible world the Eva environment would have supported the entire development process, I claim that the support Eva did provide was critical to the success of both the EVAService and the Bridget projects.

An Argument for Powerful and Flexible Development Environments

Within NYNEX there were several other development efforts aiming to implement new interfaces to existing legacy databases, each using windows-based tool kits. These window-based tool kits provided primitive abstractions for creating windows with static field structures, but they did not provide primitives for creating dynamic forms. Developers using these tools were forced to map the problem space to the abstractions provided by the tool kits. The resulting designs suffered from a “window pollution” problem, in which so many windows are on screen at the same time that users have trouble navigating to the desired field. These designs essentially recreated the original problem posed by the legacy databases – namely, the “accidental complexity” introduced into the task by requiring search for relevant data fields. 

In contrast, Eva’s development substrate provided primitives for dynamic forms that were not available in commercial tools for the PCs. The Eva environment thus supported developers to address the essential problem of the domain, rather than requiring them to map the problems onto an inappropriate interface style.

The Bridget developers did have to build their own dynamic forms substrate to implement the smart form prototype, but they did not have to construct the domain-oriented knowledge from scratch. Bridget developers also had to construct a considerable amount of knowledge that the EvaService prototype did not contain. However, they would have been unlikely to choose the smart forms abstraction had they started from a windows-based tool kit.

Therefore, I assert that the most valuable role a development environment can serve in the evolving artifact approach is to support the construction of a shared vision of future work practices.
7.1.4.
Accumulate and Structure

The purposes of accumulating design representations and communication are: (1) to improve the context for shared understanding during the development process, and (2) to capture the understandings that shaped the artifact to benefit system maintenance and evolution. These are the same purposes that design rationale schemes aim to serve.

Several approaches to recording design rationale have been reported [HCI 1991]. However, there are few reported cases in which design rationale approaches have met expectations. Grudin, in his cost/benefit analysis, pointed out that approaches are doomed to fail when they make individuals work merely for the sake of others, without benefit to themselves [Grudin 1988]. This analysis is especially important in the context of industrial development projects, the majority of which never reach deployment [Grudin 1992]. If developers are unwilling to document their reasoning for fear they are wasting effort that could better be spent writing code, then projects that are not deployed will fail to be of any benefit to the organization. While the best prototype may indeed be a failed project [Curtis 1988], this can only be true if the failed project produces an artifact that others can learn from. 

Design Rationale in EvaService
The EVAService project was successful in accumulating a large amount of both development knowledge and application domain knowledge. Thus, the evolving artifact approach as applied in the EVAService project succeeded where many design rationale efforts fail: at the input side [Fischeret al. 1992; Grudin 1988]. 

The reasons for this success are (1) design representations were not created for some far-off, future use, but rather for the immediate use of communicating with stakeholders, and (2) no effort was made to enforce an a priori structure on information in EvaService, thus lowering the cognitive costs of adding information to the evolving artifact [Shipman 1993]. Experience in the EVAService project implies that an integrated approach, in which design representations are created for the purpose of mutual understanding, can drastically reduce the perceived cost of recording information.
While these strategies made accumulation of information possible, they may have made the information in the evolving artifact difficult for subsequent developers to reuse. The developers of Bridget did not seem to use the EvaService information space very much. They reported difficulty finding information and also that the information contained in EvaService was too general for their purposes. Thus, while the evolving artifact approach overcame a difficult barrier facing design rationale schemes - that of getting information into the system - it still encountered difficulties on the output side.

Finally, it must be noted that the EVAService developers were highly motivated to create design representations. Future work with less partial developers is needed to gain further insight into how the evolving artifact approach fares with respect to traditional design rationale schemes.

7.1.5.
Extensions to the Eva Knowledge Construction Environment

Several projects have extended the functionality of the Eva environment, including the Design Intent project introduced in the previous chapter, and an ongoing extension of the Eva system at NYNEX. This section will describe two of these efforts: GIMMe and Design Intent.

GIMMe

The GIMMe (for Group Interactive Memory Manager) system [Fischeret al. 1995a], developed jointly between the University of Colorado and NYNEX, is a world wide web-based tool for capturing and structuring electronic mail communication in an information space that stakeholders can access via the internet. Netscape is used to implement three access mechanisms to this information space: (1) browsing according to the chronological order, (2) browsing according to categories, and (3) retrieving using free form text queries. 

GIMMe addresses a problem that surfaced in the EVAService project, namely that development tools should be accessible and usable by users to encourage their input in an electronic form. The Eva environment was built upon a client/server architecture that, in principle, allowed the EvaService artifact to be accessed from any site over the network. In practice however, Eva was not accessible to users from their site because a client machine was not installed there. The GIMMe system shows promise to better involve users in the development process because it is based on the usable Netscape substrate, and it runs on commonly available platforms. Using an accessible and usable system such as GIMMe, all stakeholders can play a direct role in knowledge construction, thus avoiding the information input bottleneck experienced in the EVAService project.

Design Intent

The Design Intent project at NYNEX developed innovative computational techniques for routing communication through prototypes and storing it in a highly structured database. The Design Intent development environment is PC-based, and extends Eva’s support for knowledge construction by providing active computational mechanisms that support communication between developers and users to take place through a prototype. These mechanisms, called Expectation Agents [Girgensohnet al. 1994] are formalized knowledge about how a developer expects a system to be used. 

Expectation agents are embedded in prototypes, where they monitor the user’s interaction with the system and intervene when unexpected interaction patterns occur. For example, a developer might create an expectation agent that “expects” a particular field, say field-a, of a smart form to be visited before another field, say field-b. If a user instead visits field-b before field-a, the expectation agent would detect this and present a message to the user explaining the expected interaction and prompting the user for an explanation of why the expected interaction was not performed. The user could then explain why the actions expected by the developer were not performed. This explanation would be stored in the underlying Snippets database [Fischer 1995a], and automatically forwarded to the developer. 

The prototype-centered approach of expectation agents and snippets is complimentary to the document-centered approach of Eva. Recall that prototypes in Eva were presented to users by embedding them in a descriptive object. This approach is geared toward the introduction of the concept of a given prototype. Expectation agents, on the other hand, are embedded within a prototype. This prototype-centered approach is geared toward the refinement of a relatively mature prototype as it is used. These two approaches illustrate how formalization of knowledge can allow formal, and thus computationally mediated, techniques to support communication between developers and users.

Next Steps for Knowledge Construction Environment Research

A knowledge construction environment that integrates Eva’s document-centered approach with Design Intent’s prototype-centered approach is a promising research direction. Such an environment should follow GIMMe’s lead to use the world wide web as a substrate for the information space, thus providing an accessible means for delivering descriptive objects and prototypes to users regardless of their physical location. A major shortcoming of the web as a substrate for knowledge construction environments is the difficulty of implementing functional objects and embedding them in web pages. Recent developments, such as JAVA, are pushing to fill this need, but this also remains an open research topic.

Together, Eva and design intent (including expectation agents and snippets) illustrate how knowledge construction in software development can be supported from the earliest stages of development into day-to-day use of a mature system. The support provided by the two environments illustrates a progression from primarily face-to-face interaction between stakeholders early in the development process to primarily indirect interaction (i.e., mediated by technology) in the later stages. Eva supports the early development of a prototype, while Design Intent depends on the knowledge constructed in early development to implement more formal and structured support for ongoing evolution of the prototype.

These and similar efforts to extend development activities into the use of systems (e.g., [Malinowski , Nakakoji 1995]) represent a picture of a third generation development process that extends past the deployment of the system and into its use. In first generation development approaches, the boundary between development and use is clearly defined. In contrast, the boundary between development and use in third generation approaches is not so clear. System development in third generation approaches never ends. Instead the development process changes form as use of the system to do work becomes the predominant activity, and developers play a decreasing role in its development. The next section examines the forces that drive ongoing development of systems as they are used in day-to-day work.

7.2.
Knowledge Construction in System Use

This thesis has thus far considered knowledge construction as a co-evolution of artifacts and understanding in software development. This section considers knowledge construction on a different level: in the use of domain-oriented systems. Knowledge construction in use is continuous evolution of domain-oriented systems driven by users as they create artifacts and solve problems.
As argued in Chapter 2, each problem in knowledge-intensive domains has the potential to present some unforeseen problem, or breakdown, to the user that is beyond their personal experience and perhaps beyond the knowledge that is contained in their computational system. Skilled professionals routinely face and solve such unique problems – this is the nature of professional practice [Schoen 1983]. Knowledge construction in use of domain-oriented systems occurs when users solve new problems and add this new knowledge to the system. 

This section will first argue that knowledge construction in use is a necessity rather than a luxury for domain-oriented systems in knowledge-intensive domains. It will then present a lifecycle model for sustained knowledge construction in domain-oriented systems.

7.2.1.
Knowledge Construction in Use is a Necessity

As described in Chapter 3, most of the cost of software systems comes from enhancements performed after the systems are initially deployed. These downstream enhancements are not solely due to oversights made earlier in the development process, but instead reflect the fact that new requirements emerge as systems are used. The causes for the continuous emergence of new requirements include: (1) that a large part of domain knowledge is tacit, implying that some requirements can only be revealed as systems are used to solve problems, and (2) that application domains are not static, but instead are continuously changing as practices of users change and as the outside world changes [Sumner 1995]. Knowledge construction in use is therefore necessary both to fill in the inevitable gaps in the system’s knowledge base, and to continuously adapt it to a changing world.

7.2.2.
Support for Knowledge in Use

The concept of knowledge construction in use is based on Nakakoji’s finding that knowledge delivery mechanisms provoke users to question the knowledge delivered by domain-oriented systems, and to add their own opinions to the knowledge contained in the system when they disagree [Nakakoji 1993]. This research showed that knowledge delivery plays an essential role in provoking users to add knowledge to a domain-oriented system. Knowledge delivery and knowledge construction are synergistic: as more knowledge is added to a system, the system is better able support subsequent design activities. And these subsequent activities will in turn add more knowledge to the system.

Reeves explored another means of getting information into the system with his work on embedded communication [Reeves 1993]. Recall from Chapter 5 that embedded communication is a technique for supporting designers to directly annotate an artifact, thereby allowing them to communicate through the artifact itself. Reeves found that the embedded communication mechanisms was an effective means for supporting communication between designers, and that the communication contained important domain knowledge. However, this knowledge was not available to the design environment’s knowledge delivery mechanisms because it was informal (i.e., it was not interpretable by the mechanisms).

This raises a serious challenge for sustaining knowledge construction. While embedded communication lowers the cost of adding knowledge to the system, the knowledge that is added cannot be subsequently delivered by the system because it is informal. Thus, without an additional process of formalizing added domain knowledge, the synergy between knowledge delivery and knowledge construction is not realized. 

Shipman explored techniques for incrementally formalizing knowledge, thus making it available to knowledge delivery mechanisms [Shipman 1993]. He found that, while some incremental formalization can be performed by users, developers will occasionally be required to aid in the formalization process. 

7.2.3.
A Model for Sustained Knowledge Construction

The Seeding, Evolutionary Growth, Reseeding (SER) Model [Fischer 1994] is a prescriptive framework for the continual development of domain-oriented systems (see Figure 7.2). The SER model is motivated by how large software systems, such as Symbolics’ Genera, UNIX, and the X Window System, have evolved over time. In such systems, users develop new techniques and extend the functionality of the system to solve problems that were not anticipated by the system’s developers. New releases of the system often incorporate ideas and code produced by users. 

The SER model consists of three processes: Seeding, Evolutionary Growth and Reseeding (see Figure 7.2). In the seeding process, users and environment developers work together to instantiate a domain-oriented system seeded with domain knowledge. In the evolutionary growth process, users add information to the domain-oriented system as they use it to create artifacts. In the reseeding process, environment developers help users to reorganize and reformulate domain knowledge so it can be reused to support future design tasks.
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Figure 7.1. The Seeding, Evolutionary Growth, Reseeding Model

The SER model asserts that knowledge construction activities at both the artifact level and the domain level are necessary for sustained knowledge construction. Knowledge construction in use drives the evolution of domain-oriented systems, while occasional reseeding processes are necessary to formalize knowledge added during the evolutionary growth processes.

The SER model intertwines knowledge construction processes at two levels: the artifact level and the domain level (see Figure 7.2). At the artifact level, knowledge is constructed through solving problems, building artifacts, and explaining the results. At the domain level, knowledge is constructed through the formalization of knowledge gained from problem solving at the artifact level into structures that can be interpreted by knowledge delivery mechanisms. 

The SER model acknowledges that sustained knowledge construction requires a continual relation between users and developers. Developers are necessary during seeding and reseeding to perform tasks that require development knowledge. Thus, the SER model is a social structure, supported by technology and driven by knowledge construction in use of domain-oriented systems.

The Evolving Artifact Approach for Seeding Domain-Oriented Systems

Because knowledge construction in use is a necessity, domain-oriented systems are regarded as seeds that will undergo continual growth and evolution. The goal of seeding is to develop a system containing as much domain knowledge as possible, and to provide computational support for knowledge construction in use, as described above. By providing a substantial amount of domain knowledge in the seed, designers are supported to do work, and in the course of work will add to the knowledge contained in the seed [Fischer 1994]. 

A critical issue for the seeding process is: how can we know when the seed has the critical mass of domain knowledge that will enable it to evolve?

The third generation model of software development presented in this chapter is a promising approach to this question. The model suggests that we should not try to predict a priori when the seed will contain the necessary domain knowledge and knowledge delivery mechanisms, but instead to adopt an evolutionary approach in which users and developers engage in an ongoing dialog mediated at first by descriptive and functional representations, and then by expectation agents. Ultimately, it is users who must determine when the seed contains sufficient support for their work. But they cannot expected to articulate their requirements for a seed before they understand the technological possibilities and how new technologies will change their practice. 

Experience in the EVAService project showed that the evolving artifact approach is promising for accumulating a large information space of domain knowledge. Such an information space is one requirement for realizing critical mass in seeding. Another requirement, which was not considered in the EVAService project, is the development of mechanisms allowing users to perform substantial modifications to the functionality of their system, such as adding domain objects and tuning knowledge delivery mechanisms. Such end-user modification (EUM) mechanisms have been studied by Girgensohn, who found that end-user modifiability must be an explicit goal in the original design of the system [Girgensohn 1992], rather than a “tack on” after the system is built.

Girgensohn did not propose concrete principles to guide collaborative design of EUM mechanisms. This topic, as well as the question of determining the critical mass for seeds, are open research questions. I propose that the evolving artifact approach is a promising solution to these questions, and that the design of EUM mechanisms might be tackled following the four strategies of the evolving artifact approach.

This section has examined issues for sustained knowledge construction in use of domain-oriented systems. The next section examines the implications of sustained knowledge construction for organizations.

7.3.
The Role of Knowledge Construction in Organizational Learning

Large, technology-oriented organizations face a growing challenge brought on by the acceleration of change in the marketplace. In the new world, change is the rule, and organizational practices based on the assumption of a static world must be rethought to adapt to this challenge. Organizations need to learn in order to 1) adapt to a changing environments, 2) exploit the knowledge produced in the day to day work of individuals, and 3) actively shape their environments (e.g., workplace, marketplace) in desirable ways. 

Organizational learning is defined here as the recording of knowledge gained through experience (in the short term), and making that knowledge available to others when it is relevant to their task at hand (in the long term). A central component of organizational learning is a repository for storing knowledge – a group memory [Terveenet al. 1993]. Group memories in and of themselves, however, are not sufficient for sustained organizational learning. For organizational learning to be sustained, the group memories must be embedded in day-to-day work practices. The memories must be part of a social, as well as a technical process, that integrates working, learning, and innovation. 

Large organizations have traditionally viewed work, learning and innovation as distinct activities [Brown , Duguid 1991]. Work is described by formal documents, such as methods and procedures documents, do not describe what workers really do. Learning is considered an activity that takes place in the classroom – in a separate place and time from work. And innovation has been considered a threat to both working and learning, presenting the potential to disrupt static and orderly processes that are taught in the classroom and wrongly assumed to be performed on the job.

In this section, I proposed that the SER framework presented above for sustained knowledge construction is applicable to organizational learning. The following subsections will examine organizational learning in the context of the service provisioning domain. The activities of working, learning and innovation in the service provisioning domain will be examined first as they have traditionally been supported, and then as they might be supported within the framework of the SER model.

7.3.1.
Working, Learning and Innovation in Service Provisioning

Working, learning and innovation in the service provisioning domain have traditionally been seen as distinct activities, and this view is perpetuated by the training representatives receive, as well as the tools and information sources they use to do their work.

Work

The documents that are considered by the organization to describe the work practice of the service provisioning domain include the service representative’s handbook and the methods and procedures manual. These documents represent a canonical perspective [Brown and Duguid 1991] of the service provisioning practice that is often at odds with what representative really do. The static nature of the documentation reinforces a view of workers as passive rule followers who neither question, or need to question, the canonical descriptions of work that the organization provides.

Learning

Representatives are currently trained in off-site classrooms by trainers who have never performed the procedures they teach. This training does not properly prepare representatives for their job because it is abstract and removed from the machines and problems the representatives actually face in their work. The learning that representatives do on the job is an essential step in their professional development, but is not formally supported by the organization. 

Innovation

Service representatives innovate constantly in their work, often because the problems they face are not covered in their documentation, or because they cannot find needed information when they need it. Innovative practices are shared between representatives on an informal basis by word of mouth. There are no artifacts to support the recording or sharing of these innovative practices, since the paper-based documents are essentially private resources (they reside on the individual representative’s desk), and support only a top-down information flow from management to representative. Because little domain knowledge is made explicit, when experienced representatives leave the job, their knowledge is lost to the organization.

7.3.2.
Service Provisioning as a Knowledge Construction Culture

A knowledge construction culture is a workplacee culture in which organizational learning and individual learning serve each other, facilitated by evolving group memories. The organization learns by collecting knowledge that is constructed by individuals in the course of their day-to-day work. Individuals, in turn, learn in the course of their day-to-day work, benefiting from the innovations of their peers.

This subsection proposes the SER model as a framework for integrating work, learning and innovation in organizations. At the heart of this framework are domain-oriented systems that serve as living group memories [Terveen 1993] that evolve as they are used to support work. To illustrate how the SER model and domain-oriented systems might support a knowledge construction culture, a hypothetical example, based on the service provisioning domain, is now presented.

We assume an “ideal” version of the EvaService that communicates with the legacy databases, delivers knowledge to service representatives as they work, and accumulates new knowledge that is constructed in the course of use. We also assume a service provisioning culture in which representatives are encouraged and competent to play a active role in the shaping of their group memory.
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Figure 7.2. Service Provisioning as a Knowledge Construction Culture

A framework for how the SER model might integrate working, learning and innovation in the service provisioning domain. EvaService delivers knowledge that helps representatives learn as they provision services, and accumulates knowledge that result from innovations. This accumulated knowledge is fed back into working and learning through knowledge delivery.

Work

Our ideal EvaService system is seeded with most of the contents of the representative’s handbook and of the methods and procedures documents. The contents of the paper-based documents were edited as a part of the seeding process. Some portions were formalized into the smart form, and others were omitted because they were deemed irrelevant by the user organization during development. What remains of the documents is now on-line and is considered to be a group memory.

Both developers and users acknowledge that the contents of the group memory are neither complete or entirely accurate. Representatives understand that it is part of their job to point out information that is inaccurate, and to add knowledge that is missing.

Training

The amount of classroom training has decreased with the introduction of EvaService because the system is easier to learn than the legacy databases were, and also because the system can deliver knowledge that helps representatives to perform tasks they are not familiar with. When new services are introduced, information is added to EvaService instructing representatives about how to sell the services and how to provision them. Now representatives are able to learn on the job rather than going to classrooms for retraining. Because this learning is contextualized, the representatives are able to put it to use immediately in their work.

Innovation

Representatives still must innovate to do their work, but now they add new procedural and problem-solving knowledge to the group memory of EvaService when they innovate. Because the group memory is a shared resource, this new knowledge is instantly available to other representatives. Over time the group memory acquires knowledge about a wide range of tasks that the representatives do. Much of the new information comes from customers who have suggestions for new services, or unique requirements that weren’t met by the available services.

Periodically, the group memory of EvaService is reseeded in a collaborative process involving all stakeholders from the provisioning domain (i.e., management, supervisors and representatives) as well as developers, who help to formalize the accumulated information so the system can better deliver it to representatives when it is relevant to their task. The periodic reseeding activities give management and supervisors a chance to understand what types of support the representatives need, as well as to understand what types of services customers need. The latter information is fed to the marketing arm of the organization to inform product development.

7.3.3.
Enact, React, or Get Out of the Way!

In the hypothetical scenario presented above, working, learning and innovation are integrated by domain-oriented systems that both support work and accumulate knowledge. Work is not understood in terms of a canonical “job description,” but rather according to a living group memory. Learning is not relegated to the class room, but is intertwined with work as supported by knowledge delivery mechanisms. Finally, innovation is captured in the group memory and delivered to other workers, helping them to learn as they work.

The scenario of service provisioning as a knowledge construction culture makes many assumptions, such as the motivation, competence, and organizational support for service representatives to play an active role in the evolution of their group memory. Actually realizing the organizational learning depicted in the scenario would certainly require drastic changes at all levels of the organization.

Nevertheless, organizations must find new ways to learn about the changes in the world that affect them so that they can react to these changes, and ideally, to enact change to their own benefit. Enacting organizations innovatively create their own environments by “actively constructing a conceptual framework, imposing it on the environment, and reflecting on their interaction” [Brown and Duguid 1992]. The conceptual framework offered by the idea of the knowledge construction culture puts organizations in a position to enact change by integrating working, learning, and innovation at the individual and organizational levels.

7.4.
Summary

This chapter began with an assessment of the evolving artifact approach as it was applied in the EVAService project. Based on limitations experienced in the project, organizational as well as technical means for improving the evolving artifact approach were discussed. This chapter argued that knowledge construction is applicable to a range of contexts beyond the implementation of domain-oriented systems. In particular it proposed that knowledge construction should be seen as a continual process that extends throughout the lifetime of a system, and that this continual process is essential to organizational learning.

Chapter 8. Conclusion

This thesis has been concerned with system development as an opportunity to reconcepualize work practices - to transcend the traditional ways of doing work by creating new relations between workers, their computational tools and their tasks. Development has been seen as a cooperative effort between users, who know their practices and implicitly know what a new system should do, and developers, who know the technological possibilities for new systems but not what technologies are appropriate for the worker’s practices. The problem for system development has been framed as a movement from a tacit and distributed understanding of existing practices toward a shared vision of what new practices should be. 

The central question investigated in this thesis is:

Can understanding system development in terms of knowledge construction improve our ability to redesign work practices in knowledge-intensive domains?

This chapter will conclude the thesis by summarizing the approach taken to investigate this central question and by presenting the contributions of this research. 

8.1.
Summary of Approach and Findings

The research approach taken in this thesis is depicted in Figure 8.1. The setting for this research is knowledge-intensive domains within large, technology-oriented companies. The core characteristic of these domains was found to be the need for workers to operate in an information space that is not only too large for any single person to know completely, but that is also growing and changing at an increasing rate. The domain of service provisioning was studied as a concrete example of a knowledge-intensive domain. An analysis of service provisioning showed that workers in this domain perform the knowledge-intensive tasks of solving ill-defined problems and learning while working. The analysis also showed that these workers were not well supported by their tools to perform these tasks.
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Figure 8.1. Overview of the Thesis and Research Approach

The elements of this thesis are organized into three levels: empirical, system building, and theoretical. The solid arrows depict the order in which these elements appear in the thesis. The dashed arrows indicate that, although the elements of thesis are presented in a linear manner, they were developed in a parallel manner.

This setting motivates the central problem of the thesis: the design of computational support for workers in knowledge-intensive domains. An existing theory of cooperative problem solving systems was presented to understand what kind of computational mechanisms could support knowledge-intensive tasks, but the theory did not tell us how to design such mechanisms for a particular work practice – particularly when the work practice needs to be radically redesigned. We found that the design of computational support in knowledge-intensive domains requires an approach that exploits the skills and knowledge of both users and developers. 

A theoretical framework of knowledge construction was proposed to serve as a theoretical basis for such a new paradigm of software development. The framework postulates that the key knowledge construction processes are: (1) activating existing knowledge, (2) communicating among the stakeholders, and (3) building shared visions of new work practices. In the knowledge construction framework, these processes are supported by design artifacts, called representations for mutual understanding. The basic idea behind the knowledge construction framework is that shared understanding and artifacts should co-evolve: understanding guides the construction of artifacts, which expose new understandings that lead to the creation of new artifacts.

The evolving artifact approach was developed to operationalize the idea of knowledge construction for software design. The evolving artifact approach  prescribes an iterative and cumulative process of (1) creating, (2) discussing, (3) accumulating, and (4) formalizing representations for mutual understanding. Computational support for the evolving artifact approach is provided by the Eva Knowledge Construction Environment, which provides materials for constructing representations for mutual understanding, and a medium for collecting the representations into a single artifact. 

The evolving artifact approach was applied in the EVAService project to design new computational support for service provisioning. We found that the evolving artifact approach was effective for constructing a shared understanding among users and developers, resulting in an artifact that contained a rich information space as well as a prototype that formed the basis of the subsequent Bridget project. The EVAService project also exposed limitations of the evolving artifact approach and the Eva environment. We found that organizational support is necessary for users to play an active and direct role in the evolving artifact approach, and that knowledge construction environments should be placed within the users’ workplace to enable communication to take place through the evolving artifact.

8.2.
Contributions

This thesis has made contributions at each of the three levels depicted in Figure 8.1. At the empirical level, contributions were made to the service provisioning organization. At the system-building level this thesis contributes to a third generation method for design of domain-oriented systems. Finally, at the theoretical level, the knowledge construction framework contributes to current constructionist frameworks, and has implications beyond software development. These contributions are now reviewed in more detail.

8.2.1.
Empirical 

The empirical elements of this research are the study of knowledge-intensive domains, and the EVAService project to design new computational support for the particular knowledge-intensive domain of service provisioning. The analysis of the service provisioning domain from a practice perspective contributed to an understanding of the essential tasks that workers in knowledge-intensive domains must perform, and a recommendation of the types of tools that would better support these tasks. The EVAService project contributed to the service provisioning organization by engaging the users in a new approach to system development that allowed them to see progress as well as to influence the direction of the project.

8.2.2.
System Building

The system-building elements of this research contributes to an emerging third generation paradigm of software development that exploits the knowledge and skills of all stakeholders. In particular, the evolving artifact approach shows how domain-oriented objects and knowledge delivery mechanisms can be built to support workers in knowledge-intensive domains. In general, the evolving artifact approach extends first generation approaches by intertwining problem understanding with problem framing. It extends second generation approaches by incorporating computational design materials as well as by involving users in the entire development process, rather than limiting participation to a single phase. Finally, the evolving artifact approach shows that system development processes can and must extend beyond the traditional boundaries of development and throughout the lifetime of the system.

8.2.3.
Theoretical

Current constructionist frameworks hold that knowing is primarily an individual phenomenon based on prior experience. The framework of knowledge construction presented in this thesis extends these frameworks to account for the construction of understanding among people from different workplace cultures.  Representations for mutual understanding make knowledge construction a group activity by supporting activation of existing knowledge, communication among stakeholders from different workplace cultures, and envisioning of new ways of doing work.

The knowledge construction framework takes the position that knowledge is an artifact, meaning that it isn’t out there in the world, waiting to be discovered, but rather it is constructed by humans for some purpose. The idea of knowledge construction is appropriate for a world in which rapid change is sure to render current knowledge obsolete, and in which the complexity of problem domains precludes anyone from knowing all there is to know. This thesis has shown that the knowledge construction framework is relevant beyond the context of software development. It has shown that knowledge construction is also an integrative framework for the continual evolution of domain-oriented systems, as well as for working, learning, and innovation in the organizational context. 
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Glossary of Terms

Artifact

From Webster: “a product of artificial character due to extraneous (as human) agency.” In other words, anything made by humans. This definition includes human-made objects, such as buildings and books, as well as institutions, such as governments. Liberal interpretation of this definition might even include knowledge, language and even reality itself (e.g., “the social construction of reality”).

Augmentation of Human Intelligence

Human intelligence can be augmented and amplified by cognitive artifacts. A famous quote of Einstein states: ``My pencil is cleverer then I.’’ Examples of cognitive artifacts are: Calculators, external information stores (to compensate for the limitations of short term memory), spreadsheets, domain-oriented systems, etc.

Backtalk of a Situation

Making thoughts, ideas and plans explicit by writing them down or by developing an artifact, we create situations which talk back to us. Often this backtalk is limited, and we need critics to enhance the backtalk.

Breakdowns

Designers act until they experience a breakdown (e.g., they are lacking knowledge to proceed, or they cannot satisfy conflicting requirements). These breakdowns are either noticed by the designers themselves through the backtalk of the situation, or they are signaled by a human collaborator or a computational critic.

Cognitive Artifact

“An artificial device designed to maintain, display, or operate upon information in order to serve a representational function” (Don Norman). Cognitive artifacts are technologies that aid the mind by complementing abilities and strengthening mental powers. Examples are writing, books, computational tools.

Communication

The creation of shared understanding through interaction among two or more agents. Communication depends upon interpretation of some message by the listener. Shared understanding is constructed through the detection and repair of misunderstandings (as opposed to a one-way transmission of data). The understanding created through communication can never be absolute or complete, but instead is an interactive and ongoing process in which common ground, i.e., assumed mutual beliefs and mutual knowledge, is accumulated and updated.

Community of Practice

A group of practitioners involved in a common activity, albeit performing different roles. Essential characteristics of communities of practice are: 1) they are not defined by organizational mandate (e.g., the “org chart”), but rather by the ways people actually work together, 2) they involve many different roles, as opposed to a flat structure, and 3) they experience an ongoing flux of community members, who enter the community from the periphery and gain status as knowledgeable members through participation in the community of practice.

Constructionism

An educational philosophy emphasizing that learning is a process of active knowledge construction and not of passive knowledge absorption. Stresses the connection between understanding and experience, particularly with respect to creating and experimenting with objects to learn about abstract concepts.

Context

DODEs model a partial context for a specific domain. New problems/tasks are solved, by articulating the task against this context. In communication between people, context is the implicit (unstated and unstatable) background against which interpretation takes place. Artifacts can provide an explicit context for communication.

Cooperative Problem Solving Systems

Systems which cooperate with the user, i.e., certain tasks are done by the user, others by the system. Systems that combine the computer’s strengths with the user’s strengths to solve a problem.

Critics

A computational mechanism that gives context-sensitive advice regarding a product under development. Critics needs a metric to evaluate the quality of a solution. Specific classes of critics are: generic critics, specific critics, interpretive critics, pluralistic critics.

Cross-cultural Communication

Design is often a collaborative activity bringing together stakeholders from different domains (different work cultures, and different geographical cultures). Communication across these cultures is difficult. Artifacts often play an important role to ground this communication and to incrementally create a shared understanding.

Descriptive Objects

A primitive in the Eva Knowledge Construction Environment. Descriptive objects are containers for information that is not interpreted by the system. Implemented as hypertext. Used for documentation and communication in the evolving artifact approach.

Design

Design is concerned with how things ought to be in order to attain goals and to function. In constructive design, a specific artifact is designed. In argumentative design, the design space and the design trade-offs of a class of designs is discussed.

Design Artifacts

Explicit products (i.e., representations) of design, including intermediate solutions, rationale, specifications and models.

Design Domain

Design domains are open-ended in the sense that there are no fixed boundaries to the knowledge that is relevant to a particular domain. Each design problem is unique in some sense, and can require information from outside the given domain. For example, the design of a kitchen for a handicapped person might present a new problem for a kitchen designer (i.e., outside the current domain of kitchen design). In principle, each design problem can contain some unique aspect which forces the designer to extend his or her knowledge of the domain.

Design Rationale

Successful computational artifacts will evolve over long periods of time. To support changes, the rationale behind the existing artifact is needed. In DODEs, design rationale is recorded in the argumentation component.

Domain-Oriented System

Domain-oriented systems contain tools and information relevant to a certain domain – i.e., that are relevant to a set of problems that share important characteristics. By focusing on a particular domain, these systems can be programmed to offer “intelligent” assistance to users. General purpose systems, on the other hand, can know little about the specific tasks their users wish to perform, and therefore can offer only general-purpose assistance. An example of a domain-oriented system is the Janus Kitchen Design Environment. An example of a general purpose system is a spread sheet, such as Excel.

Domain Model

In the traditional software engineering perspective, a precise representation of specification and implementation concepts that define a class of existing systems (i.e. a domain). Produced through domain analysis. In a constructionist perspective, a domain model is the set of objects and behaviors contained in a domain-oriented system. In this perspective, the domain model evolves over time as users modify system to meet changing requirements.

Domain-Oriented Design Environments (DODEs)

Knowledge-based systems that support the design of an artifact by giving examples, knowing how components fit together, showing demonstrations, criticizing (partial) designs. They extend construction kits by supporting not just the design of an artifact, but the design of a good artifact.

Domain-Oriented Objects

Domain-Oriented Objects allow users to interact with the problem domain rather than with the computer, per se. Domain-oriented objects model the basic abstractions of a domain, thereby tuning the semantics of primitives to the specific domain of discourse. See Human problem-domain communication.

Downstream Design Activities

Design processes create mappings between three different entities: the world, specifications and implementations. Downstream design activities are the translations between specifications and implementations.

Dynamic Forms

A form-based interface technique that automatically hides and/or displays fields in a context-sensitive manner.

Evolutionary Growth

The SER model postulates that domain-oriented systems will undergo evolutionary growth through its use. This growth is driven by knowledge construction in use.

Expert Systems

Refers to computer programs that apply substantial knowledge of specific areas of expertise to the problem solving process. The term expert is intended to apply both narrow specialization and competence where success of the system is often due to this narrow focus.

Evolving Artifact Approach

A set of strategies and computational support for operationalizing knowledge construction in software development. The evolving artifact approach calls for systems to be developed as evolving artifacts that contain descriptive objects as well as functional objects.

Functional Object

A primitive in the Eva Knowledge Construction Environment. Functional objects are containers for computer instructions (programming code). Used to implement functionality (e.g., prototypes) in the evolving artifact approach.

Human Problem-Domain Communication

Extension and specialization of human computer communication, where the computer remains invisible, i.e., the communication takes place in terms of the problem domain, not of the computer. Requires domain-oriented abstractions as a basis for shared knowledge. Reduces the representational gap between the real world and computational representations of it.

Hypertext

Nonlinear text. Pieces of text interconnected with multiple links. The reader can choose one of many possible sequences. Methodology for information representation and access (e.g., in argumentative design).

Ill-Defined Problems

Situations in which there is no clear formulation of the problem to be solved (also called wicked problems). Ill-defined problems require that a structure, or framework, be imposed on the situation, before a solution can be found. Design theory suggests that in ill-defined problems, problem definition proceeds in parallel with problem solution, meaning that attempts to solve a problem lead to a greater understanding of what the problem really is.

Incremental Formalization

Computers require knowledge to be formally represented to interpret it. But designers often find it difficult to express their knowledge in formal terms - especially before they clearly understand it themselves. Incremental formalization is an approach whereby designers can input information into a system without being required to completely formalize it. Then, when the information is better understood, the designer can add formality to the information so the system can interpret the information. Frank Shipman explored incremental formalization and developed tools to support this process in his Ph.D. thesis.

Indirect, Long-Term Collaboration

Complex artifacts often develop over long periods of time. Indirect collaboration occurs when knowledge or products are shared through some persistent medium, such as a database or other repository. Indirect collaboration is required when direct (face-to-face) collaboration is not possible or impractical. Long-term collaboration takes place over arbitrary time frames, and also requires some persistent medium in which knowledge or products can be stored. Design environments support indirect, long-term collaboration by storing design artifacts and design knowledge which can be accessed, reused and modified by designers in the future. This type of collaboration is necessary in the design and maintenance of artifacts that evolve over long periods of time, such as computer networks.

Information Access

Finding information in an information space, such as the representative’s handbook or a computerized database. Impediments to information access include: 1) knowing one needs information, 2) knowing information exists in a given information space, 3) knowing how to search an information space, 4) the time and knowledge required to judge what information is relevant to one’s information needs. Characterizes situations where users actively search for information (either in the form of information retrieval or information exploration).

Intent Articulation

The descriptive mechanism in design environments to allow users to describe the task at hand (e.g., a partial specification and a partial construction).

Interpretation

The transformation of knowledge through a progression of forms. The act of transforming tacit knowledge to explicit is interpretation, as is transforming explicit knowledge in the head to external knowledge in an artifact.

Knowledge-Based Systems

Difference to expert systems: they are focused on the knowledge the systems carry, rather than on the question of whether or not such knowledge constitutes expertise. These systems have explicit knowledge bases and some flexibility in the use of the knowledge.

Knowledge Construction

A methodological approach which assumes that the knowledge for many system developments is not out there (and therefore needs to be only acquired), but needs to be constructed. Knowledge construction is a co-evolution of artifacts and understanding.

Knowledge Construction Culture

An organization in which organizational learning and individual learning serve each other, facilitated by evolving group memories. The organization learns by collecting knowledge that is constructed by individuals in the course of their day-to-day work. Individuals, in turn, learn in the course of their day-to-day work, benefiting from the innovations of their peers.

Knowledge Construction in Use

The continuous evolution of domain-oriented systems driven by users as they create artifacts and solve problems.

Knowledge Delivery

Active presentation of stored information that is relevant to a need the user is experiencing. Intelligent computational mechanisms can access information relevant to the user’s task at hand and present the information to the user. The critic mechanisms in Janus are examples of knowledge delivery mechanisms. Complements information access and is needed in situations where users are unable to articulate the need for information or are unaware that they may profit form information.

Knowledge-Intensive Domains

Domains in which workers are surrounded by information sources, but have difficulty accessing the information they need when they need it. Workers in these domains rely on external information resources to augment their mental abilities to comprehend and solve complex problems. The problem for workers isn’t the existence of information. It is that there is so much information available that relevant information is difficult to find when it is needed. Examples of knowledge-intensive domains include law, planning, and design.

Languages of Doing

(Ehn, 1988) The largely unspoken (tacit) conventions associated with actions and routines.

Learner-Centered Design

Acknowledges the fact that designers using computational artifacts are not just static users but learners and that these learning processes need to be supported by the system.

Learning on Demand

Situated learning in a working context which occurs at the user’s discretion – often triggered by an impasse. In large information stores, such as high-functionality computer systems, where users only have a partial knowledge, learning on demand is the only viable strategy.

Life-Long Learning

Postulates that learning does not end when one leaves school. It is more than “adult education.” It is applicable to the educational experience of both children and adults by bringing the child’s experience closer to meaningful and personalized work and the adult’s experience closer to one of continued growth and exploration.

Making Argumentation Serve Design

Designers often require information (i.e. argumentation) to help them understand problematic aspects of the design situation. In order to serve the design activity, argumentation must be available when it is relevant to the specific problem the designer trying to understand.

Malleable Systems

Systems which are adaptive and adaptable.

Organizational Learning

Working and learning become increasingly collaborative activities based on the limitations of the individual human mind. Individual learning needs to be complemented by organizational learning. DODEs can support organizational learning by their function as organizational and artifact memories.

Participatory Design

When users are intimately involved in the design of systems they will eventually use. The symmetry of ignorance makes participatory design a necessity.

Practice

A view of work that focuses on the tasks workers do, and the understanding needed to do the tasks. Whereas traditional perspectives on work assume that workers create error, a practice perspective assumes that workers solve problems. The development of new computational tools offers the possibility to change work practice by creating a new distribution of labor between workers, their tools, and their information resources.

Problem Framing and Problem Solving

In the real world, problems are not given but need to be framed. But problem framing often requires attempts to partially solve the problem. Therefore problem framing and solving need to be integrated. DODEs support this integration with specification and construction components.

Problem Setting

Donald Schoen describes problem setting as “the process in which, interactively, we name the things to which we will attend and frame the context in which we will attend to them” (Schoen1983). Problem setting is essential to the design activity because problems do not come as givens in any absolute or detailed sense, but rather they must be constructed from problematic situations which are complex and only partially understood.

Representation

An explicit expression (e.g., verbal utterance, diagram, computer code) of some idea. Representations have meaning only in the sense that they are interpreted by someone, or something (such as a computer). People interpret representations within a social context and against their individual background.

Representational Formalism

A language for expressing and interpreting representations. Formal representations, such as mathematical expressions and programming code, are interpreted by strict rules. Representations, such as natural language text, free-form diagrams, and pictures, are considered informal because the rules for interpreting them are unstated and flexible.

Representations for Mutual Understanding

To support different groups of stakeholders in design to incrementally understand each other, representations are needed which can be understood by all participants. Representations for mutual understanding are a vehicle for knowledge construction.

Reseeding

Reseeding is a coordinated effort between environment developers and domain designers to cleanup, organize and incrementally formalize DODEs which have grown through evolutionary growth processes.

Rich Pictures

Ad hoc drawings or diagrams that serve as vehicles to help users explain their domain to developers. Rich pictures do not have a formal syntax, but they do make use of symbols and diagrammatic conventions to represent a particular situation in a manner that is explicit and understandable by users. Rich pictures give users the opportunity to identify important aspects of their work, missing elements and incorrect terminology.

Seeds

Domain-oriented systems that are build to evolve. Seeds are built in a collaborative fashion involving developers and users. These systems are called seeds to indicate that they can never be complete but must grow through their use.

SER Model

The SER model is a process model for sustained evolution in domain-oriented systems. It is fundamentally different from expert system approaches in AI and from software engineering approaches which are specification driven.

Service Provisioning

The design or modification of a telephone service configuration to meet a customer’s needs.

Shared Understanding

Somewhat of a misnomer. Because interpretation is essentially an individual act, understanding between people is never absolute, but it need not be absolute for people to perform coordinated activities and to communicate. Shared understanding is constructed through communication.

Situated Action/Cognition

Emphasizes that real world activities are situated in the environment in which they take place. By using the world as a resource we can simplify planning processes and overcome their restrictive elements.

Situation Model

Specification of a problem in terms of the situation the user is in, i.e. a situation is characterized with respect to the user’s goals. The gulf of execution and evaluation is the effort to bridge the gap between the situation model and the system model.

Software Artifacts

1) artifacts describing software, such as requirements documents, software specifications and code. 2) representations expressed using software as a medium, such as software systems and the artifacts created using software systems.

Stakeholders

All people affected by the design and use of a computer system. Typically, stakeholders are grouped into users and developers, where users might include the management as well as operators of a computer system, and developers might include designers, evaluators, maintainers, and so forth.

Symmetry of Ignorance

(Rittel 1984) Real world design problems transcend the knowledge of individuals and specific groups. All participants who have a stake in the design activity should be able to contribute their knowledge.

System Model

A description of a system in its own terms without references to goals and plans which the system might help to achieve.

System Requirements

Goals that a computer system should meet. Most software development models require requirements to be explicitly and completely articulated prior to the system design. The implemented system is then evaluated in terms of whether it meets the requirements. In work-oriented domains, requirements do not exist de facto and are never complete. Instead, they surface in the context of breakdowns experienced during the use of the system.

Upstream Design Activities

Design processes create mappings between three different entities: the world, specifications and implementations. Upstream design activities are the translations between the world and the specifications.

Usable Systems

Systems that are easy to learn and to use. Usability does not automatically include usefulness.

Useful Systems

Systems which have a broad functionality and which have sophisticated ways to increase productivity. They are not necessarily usable – especially for the non-expert.

User-Centered System Design

Designing systems from the outside (i.e., the user) and not from the inside (i.e., the hardware); a design philosophy that emphasizes the needs and abilities of the user, which is generally opposed to a philosophy that concentrates on efficient computation.

Utility

Defined as the quotient Value / Effort. It postulates that users will not mind a real effort to learn or to do something in cases where they can expect a substantial value.

Workplace Culture

Paraphrased from Webster: cultures are the characteristic features typical of a group of people. In general, cultures are shared ways of thinking and acting that provide coherence and continuity to a group of people. Workplace cultures are the tools, artifacts, routines and ways of thought held by a group of workers in their workplace environment.
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