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ABSTRACT 
Computer-based critics are an effective approach for using 
knowledge-based systems to support cooperative problem 
solving but need to be extended with user modelling 
capabilities. Efforts to do this in the USP.cRITIC system 
using statistical methods indicated the need to pursue ad
ditional techniques for implicit acquisition of knowledge 
about the user. A verbal protocol study of human experts 
analyzing the work of other programmers was conducted. 
The study focused on how these experts infer the 
knowledge and expertise levels of anonymous program
mers when provided only with samples of the 
programmers' LISP code. Three distinct categories of 
"cues" to a programmer's knowledge were found: syntactic, 
code semantic, and problem semantic. Analysis of these 
categories indicates that the flrst two are amenable to ac
quisition by the USP-CRITIC system, but that the third cate
gory requires a signiflcantly different knowledge base than 
the system currently contains. Knowledge of the world in 
general and specific problem domains is required. The 
results of current efforts to incorporate some of these tech
niques into the USP-CRITIC are presented. 

KEYWORDS: Computer-based critics, knowledge-based 
systems, LISP-Critic, cooperative problem solving, models 
of the user, explanation. 

INTRODUCTION 
The motivation for this study came from attempts to im
plicitly acquire information about a user's knowledge of 
USP for USP-CRITIC, a knowledge-based system that 
critiques USP code (Fischer, 1987). The goal is a user 
model that will guide both the critiquing process and the 
generation of explanations in terms of the underlying con
cepts ofusp (Fischer, Lemke, Nieper-Lemke, 1988). 

Four techniques are available for a computer system to ac
quire knowledge about the user: explicit questions, testing, 
tracking tutorial episodes, and implicit approaches. In im
plicit approaches the system observes the user and makes 
inferences regarding his or her expertise; this will be the 
focus of the work discussed in this paper. Because 
USP-CRfI1C can only use the user's code as a source for this 
implicit knowledge acquisition, a study was designed to 
determine the cues that human LISP experts look for when 

evaluating the code of anonymous student programmers. 
Our strategy was to analyze the cues humans look for in 
order to determine which of them could be found through 
computer analysis of that same code. 

THE IMPORTANCE OF USER MODELS 
IN THE CRITIC PARADIGM 
To establish an appropriate context for the discussion we 
will provide a short description of the target system, 
USP-CRITIC, in which we intend to use the results. Our 
discussion includes an overview of the critiquing paradigm, 
user modelling in this class of systems, and the speciflc 
system itself. For a more detailed description of 
USP-CRITIC see (Fischer, 1987, Fischer, Mastaglio, 1989). 

The Critiquing Paradigm. Computer-based critics are an 
effective approach for using knowledge-based systems to 
support cooperative problem solving. Compared with 
tutoring programs such as USP TUTOR (Anderson, Reiser, 
1985), or PROUST (Johnson, Soloway, 1984), critics do not 
have knowledge of speciflc problem domains. Neither do 
they contain preset examples of the appropriate code for 
speciflc problems nor predefined solution paths. Instead, 
critics allow the user to select the problem domain and 
goals, interrupting with suggestions when they identify an 
approach that they prefer to the user's. Critics are ap
plicable in situations where users have some basic com
petence and are able to at least generate a partial plan or 
product They are especially useful in domains where no 
unique best solution exists but trade-offs must be balanced. 

User Models in Critics. Our previous work on critics in
dicated that they need to be extended with a user modelling 
capability (Fischer, Mastaglio, 1989). We are interested in 
incorporating approaches to the user modelling problem at
tempted in other knowledge-based systems (Clancey, 1986, 
Kass, Finin, 1987, Fain-Lehman, Carbonell, 1987, Reiser, 
Anderson, Farrell, 1985, Wahlster, Kobsa, 1988, VanLehn, 
1988). Nevertheless, the requirements and constraints on 
user modelling in critics are sufficiently unique to warrant 
examining new theoretical ideas. 

Unlike tutorial systems, which can track a user's expertise 
over a path of instruction, computer-based critics must 
work with users having a variety of background ex
periences. To operate effectively critics must acquire an 
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Figure 1: The User Interface of USP-CRITIC 

The interface shows the user working with llSP-CRITIC. The user has seen the recommendations of USP-CRITIC followed by a 

rule tracing explanation of the suggested transfonnations. He is asking for more a more detailed explanation of the rules which 

were used to generate those transfonnations. 

individual, persistent model of each user. This model, 
which includes the individual's strengths, weaknesses, and 
goals, is used in detennining (a) the level of perfonnance to 
expect from the user (and, therefore, at what level to 
criticize), (b) how to customize explanations, and (c) a 
basis for tutoring new concepts. 

LISp·CRITIC. LISP-CRTI1C is an example of a computer
based critic. A user submits working LISP code to 
LISP-CRTI1C, and the system suggests transfonnations to 
make the code, at the user's option, more cognitively ef
ficient (i.e., more readable) or more machine efficient (Le., 
faster or requiring less memory). The user's view of the 
system in operation is shown in Figure 1. 

USP-CRTI1C's knowledge base currently consists of over 
200 transfonnation rules, like those shown in Figure 2. The 
left side of each rule represents a pattern of code, which the 
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system searches for in the user's program. The right side of 
the rule represents code preferred by the critic which causes 
the same result A slot within the rule indicates whether the 
transformation is for machine efficiency, readability, or 
both. 

It is instructive to compare USP-CRITIC to the work on the 
PROGRAMMER'S APPRENTICE SYSfEM (Waters, 1985). The 
Programmer's Apprentice project attempted to captured 
knowledge about programming at the plan and goal level. 
Its knowledge base consists of a set of templates that are 
appropriate implementations of possible plans. It uses this 
knowledge base to provide programmers contextually per
tinent advice on their work during program design and 
development The knowledge in LISP-CRITIC is finer 
grained in that it knows what constitutes efficient and read
able coding style. This knowledge is used to aid program
mers in improving LISP code that has been developed to 
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;;; the replacement 

;;; rule category 

Figure 2: An Example Rule in USP-CRmC 

implement the programmer's plan. A complete program
ming environment would probably combine the two ap
proaches and contain both types of knowledge. 

USP-CRITIC has proven to be a useful system for many 
groups of USP users (FIscher, 1987). However, our formal 
experiments have show that the user-selectable modes are 
insufficient to adequately address the needs of a range of 
user expertise. A user model containing information about 
the user's abilities and goals could be used by the system as 
follows: 

• To determine what subsets of rules to fire for each 
individual. For example, a novice user with the goal of 
learning to write machine efficient programs would 
probably not have the background knowledge to benefit 
from a rule that transformed a segment of code into a 
macro. 

• To customize explanations so they cover exactly what lhe 
user needs to know. A user who already understands the 
distinction between destructive and copying functions, 
but uses append where nconc could be applied, may be 
satisfied with the simple explanation that "nconc is a 
destructive function and append is a copying function". 

• To provide the infoT71Ultion needed to place the user 
within a temporary tUJoring environment. Tutoring 
episodes can play an important role within the critic 
paradigm -- the crucial difference from the normal tutor
ing approach is that tutoring suggested by the critic takes 
place in the context of the user's work. 

Acquiring Knowledge About the User Within the Critic 
Paradigm: Several general techniques can be used to ac
quire knowledge about the user. 

• Explicit The system may ask the user questions concern
ing general background ("How many years have you 
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been programming?") or specific concepts ("Do you 
know how to use mapcar?"). 

• Tutorial: The system may lead the user through a 
graduated series of learning exercises, evaluating perfor
mance and knowledge in the process. The user model 
can be updated to show that the user has been instructed 
on certain concepts and should understand them. 

• Test: The system, even if not used in a tutoring mode, 
may pose specific problems for users as a means of ac
quiring knowledge about them. 

• Implicit The system may infer knowledge about users 
from their actions during normal system operation. A 
system module has been developed that perfonns statis
tical analysis of the submitted file, yielding data on what 
functions and constructs the users have employed 
(Fischer, 1987). Because the critic paradigm emphasizes 
user control and minimizes intrusion, the implicit ac
quisition of knowledge was deemed worth additional 
research. We decided to observe the techniques that 
human LISP experts use when presented with some code 
and asked to evaluate the code writers' knowledge. It 
was hoped that some of the techniques could also be 
used by USP-CRmC • 

METHODOLOGY 
Data. Programs completed and turned in as homework in 
an undergraduate "Introduction to Artiftcial Intelligence" 
class were collected. The student programmers were col
lege juniors and seniors, primarily computer science 
majors; all had previous experience with at least one other 
programming language. This was the ftrst formal instruc
tion most had received on USP. The programs of six stu
dents, chosen to provide a variety of solutions, were used. 
The programs were the students' solutions to the ftrst two 
course assignments in USP. The assignments required nine 
different problems to be solved, some of which, depending 



on the strategy selected, involved defining several func
tions. The individual functions varied from 4 to 39 lines in 
length and 10 to 66 s-expressions in size, depending on the 
difflculty of the problem and the individual programmer's 
style. 

Subjects. Seven expert LISP programmers were used as 
subjects. They included professional AI Researchers and 
graduate students with extensive experience in LISP. Some 
of the subjects have taught programming in general as well 
as USP in particular. With one exception, the subjects did 
not know the students who had written the code. 

Procedure. The human experts were asked to examine and 
analyze the code to determine the expertise of the student 
programmer using a talking protocol methodology 
(Ericsson, Simon, 1984). Subjects spent from 1 to 2 hours 
performing the analysis. Not every expert analyzed all of 
the code of each programmer; this was acceptable because 
the study attempted to identify cues each expert focused on 
rather than correlating the experts analyses. 

Some of the subjects were content to examine the code at 
the level of programming language syntax, not caring how 
or even if the programs worked. Others were unable to 
make judgments until they had traced the code execution 
and convinced themselves of how specific functions 
operated, even though they were told that this was not 
necessary. 

LIMITATIONS OF THE APPROACH 
Fundamental Limitations. At the outset, certain limita
tions of this approach were recognized. First, in attempting 
to evaluate a programmer's knowledge by examining the 
individual's code, an expert can only make inferences con
cerning programming techniques and concepts that are used 
(or clearly should have been used) in the problem at hand. 
Similarly, a single correct or incorrect use of a technique is 
not conclusive evidence of a programmer's level of 

knowledge of the underlying concept. Computer systems 
as well as humans must deal with both these situations. 

Methodological Limitations. In addition to these fun
damental limitations, there were certain restrictions in the 
methodology used. No attempt was made to determine 
what use the experts made of the cues they found, nor to 
correlate the experts' judgments with an independent 
metric of the programmers' ability or code quality. The 
focus was on the types of cues experts noted in other 
programmers' code, not the method used or ability of ex
perts to evaluate those cues. 

The problems solved by the programmers were simple, the 
techniques known by the novice programmers were limited, 
and the number of experts who analyzed the code was 
small. It was not expected that the study would yield a 
comprehensive list of cues that could be found in USP code. 
We wanted to gain insight into the characteristics of the 
cues that experts used 

Finally, it is apparent, in retrospect, that the results might 
have been more applicable to LISP-CRTI1C if the types of 
information not available to USP-CRITIC had been masked 
from our experts -- problem specific information such as 
meaningful variable names, comments, and problem 
description. The fact that our experts were shown the re
quirements specified by the course instructor created a 
situation dissimilar to USP-CRITIC. USP-CRITIC does not 
attempt to capture the specific problem description and per
haps our experts would have made slightly different in
ferences if they had been insulated from this information. 

DISCUSSION OF PROTOTYPICAL EXAMPLES 
In Figures 3 and 4 we show excerpts of code from two 
student programmers and a summary of the comments from 
four experts. The assignment was to write a function called 
powerset that takes a list and returns a list of all possible 
combinations of lists within the input list. The experts 

;******************************************************************** 

Function: 
Variables: 
Returns: 
Side Effect: 

ps list 
list, list of elements that the power set is desired 
list of list, the power set of the elements in the list 
none 

;******************************************************************** 
(defun ps (11) 

(cond «null 11) (list 11» 
(t (let «12 (ps (cdr 11» ) 

(pre (car 11) » 
(append 12 (mapcar I' (lambda (1) (cons pre 1»12» 
}) }) 

Figure 3: USP Code Submilted by First Student. 
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Figure 4: LISP Code Submitted by Second Student 

were shown the written assignment and then asked to ver
bally react to the code, including comments, orienting on 
how they go about would evaluating the knowledge of each 
programmer. 

First Student's Code. The subjects made the following 
comments on the code in Figure 3 (italics and bracketed 
material added to identify specific cues): 

Expert 1: could use destructive function instead of map
car; let instead of setq is good [lexical scoping]; should 
use "powerset" instead of Ups" [semantically meaning
ful names]. 

Expert 2: doesn't understand the let statement... wait, 
maybe he does ... yes, he does, but he's indented it 
wrong. 

Expert 3: puts carriage return between this function and 
previous one, that's good f!ormatting]; very good be
cause lambda used inside mapcar [higher level func
tions. lexical scoping]; doesn't indent the let properly; I 
would have used if rather than cond, it uses less paren
theses. 

Expert 4: uses mapcar and let, wow! [higher level 
functions1; the cond could be simplified, but sometimes 
that is silly [cond-la-if] 

Second Student's Code. The subjects' comments on the 
program in Figure 4: 

Expert 1: uses the function [ps] twice [minimal code not 
used]; does not use destructive functions. 

Expert 2: could change cond to if; note mapcar [higher 
level function] and recursion. 

Expert 3: calls powerset of (cdr 1st) twice [minimal 
code not used]; indentation is bad, because he doesn't 
know where to put the carriage return, and he doesn't 
conserve space where he can. 
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Expert 4: doesn't cache the car of 1st and doesn't cache 
the powerset of the rest of the list, which will increase 
computation time [caching]. 

ANALYSIS OF RESULTS 
Collectively the subjects mentioned 67 different cues in 
their protocols. The cues listed in Figure 5 were mentioned 
by three or more subjects. Our analysis indicated that the 
cues fell into three categories: 

1. Cues that are a matter of looking at the syntax of the 
code and inferring from the functions used that the 
programmer possesses or lacks certain knowledge. 
An example of demonstrated knowledge is the use 
of mapping functions; an example of lack of 
knowledge is the use of copying functions when 
destructive functions would achieve the same result 

2. Cues that result from examining deeper syntactic 
and semantic structure of the code, generally requir
ing some understanding of how the code is 
manipulating data structures. Examples here are 
use of recursion or lexical scoping. 

3. Cues that result from examining the overall 
program structure and/or problem semantics. 
Semantic variable names and use of a structured 
programming language style (similar to C or 
Pascal), are examples in this category. 

IMPUCA TJON FOR COMPUTER ACQUISITION 
OF THE USER MODEL 
The information obtainable for the least computational cost 
are the cues found by identifying the functions used. The 
positive versions of these can be identified through the 
statistical code analysis module already completed 
(Fischer, 1987). The negative versions of the cues -- that 
is, use of a given function when a more efficient function is 
possible -- can be inferred by recording which USP-CRITIC 
rules have ftred. 



CUE CATEGORY 

Copying instead of destructive functions used 1 
Macros not used when possible 1 
Higher level functions used 1 
Correct equality test 1 
Mapping functions used 1 
Recursion used 2 
Lexical scoping utilized 2 
S~lar clauses inside a conditional 2 
Structured Programming Language coding style 2 
Extraneous (unnecessary) function calls 2 
Error conditions checked 2 
Use of specialized data structures 2 
Proper indentation 2 
Minimal code used 3 
Variables named semantically 3 
Meaningful comments 3 
Problem decomposed properly 3 

Figure 5: Cues Mentioned by Three or More Subjects 

The cues in the second category, which require examina
tion of the code's structure, can be identified by additional 
preprocessing or postprocessing of the user's code. Use of 
recursion is a cue in this category. A preprocessor can 
identify recursion by searching for calls to a function 
within the body of the function's own definition. 

Cues in the third category are beyond our approach and will 
be very difficult for any computer system to obtain. These 
cues, which result from examining program meta structure 
and/or problem semantics, require experts to use 
knowledge in addition to what they know about USP. 
Knowledge required is of the general world type, for ex
ample, recognizing that a variable name has semantic 
meaning that represents a real world entity or concept even 
when it is spelled phonetically. 

A PROTOTYPE USER MODEL FOR USP-CRlTIC 
The insights gained from observing experts were used as a 
basis for a prototype user model for USP-CRfTIC. An over
view of the implementation is shown in Figure 6. Acquisi
tion of the user model begins with cues, which the system 
looks for in the code of the user. Certain combinations of 
cues cause the system to assume that the user knows a 
particular concept. For example, a user who makes a recur
sive function call and also correctly uses a conditional to 
terminate the recursion is assumed to know recursion. The 
user model consists of a number of chunks and is updated 
with each use of USP-CRITIC. A confidence value that is 
determined by the source of the knowledge and a 
knowledge value indicating the user's skill are assigned to 
each chunk. 
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The information accumulated in the user model is com
bined with knowledge about stereotypes [Rich 79; Rich 
83]. When certain combinations of chunks reach a 
threshold value, a particular USP programmer stereotype 
would trigger, and the values for all the chunks within that 
stereotype are incremented. 

The user model also includes user preferences or 
knowledge about related domains. For example, a series of 
cues may cause the model to record a user's preference for 
if-then-else and loop structures, and this can trigger a 
stereotype that increments values of other chunks related to 
programming concepts common to procedural languages. 
Such information is useful for tutoring and explanation. A 
user with experience in other programming languages 
could understand an explanation of the difference between 
nconc and append in terms of pointers; a user with no pro
gramming experience would require a different type of ex
planation, for example, a visualization of the underlying 
structures using KAESTI..E (Fischer, 1987). 

The prototype implementation we have described makes 
use of the same techniques used by human experts, but 
many problems remain. Some of these are what the user 
model should include, how to structure that knowledge, and 
how to derme stereotypes. The last item proved to be a 
hurdle which we could not easily surmount It would be 
nice to report that this model has been fully implemented 
and proven to be efficacious, however this is not the case. 
Our efforts to determine the stereotypes that the system 
needs to function in the manner described became a fun
damental limitation. There is not an agreed upon set of 



CUES DYNAMIC USER MODEL STEREOTYPES 
(T or F) 

CHUNKS 
USED RECURS. value, confidence 
CAlL'T ( 1-100) 

RECURSION 
USED TERM. v:50. c80 
CONDITION ~ T 

LISTS 
.. sF v:SO. c:80 

...• T FUNCTIONAL 
PROGRAMMING 
v:50. c:80 

...• T 

...• F [-----) o 
Figure 6: User Model and Knowledge Acquisition for LISP-CRITIC 

The left side of the model shows cues which USP·CRITIC looks for in the user's code. When appropriate cues are found, a chunJc of 
knowledge within the user model is assigned a certain value (v) and confidence level (c). After several appropriate chunks are found. a 
stereotype fires. assigning confidence values to other chunks not inferred by direct observation by llSP-CRmC. Chunks in the latter 
category were not previously been observed by USP-CRmC in the user's code. 

LISP programmer stereotypes which one can detennine by 
consulting references on LISP or a group of LISP experts. 
The alternative is to perform statistical analysis of a large 
collection of LISP code from a wide population of users. 
This was determined to be not only a difficult task but 
because the statistical results still require interpretation, one 
whose validity is not necessarily guaranteed. 

Our current approach to implicitly acquiring the user model 
is to incorporate the techniques observed in our experts as 
part of a larger collection of such techniques. These infer 
the user's understanding of the underlying concepts and 
specific functions of LISP. The user modelling component 
consists of a user database and a collection of modelling 
agents as shown in Figure 7. The cues that our experts 
used to infer the user's knowledge state will be incor
porated in rule form into the modelling agent as a technique 
for updating the user model itself. Code analysis provides 
the information that will trigger these rules. 
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SUMMARY 
Our protocol study was oriented toward identifying the 
techniques used by human experts in analyzing the work of 
others and then using these techniques together with known 
stereotypes of users in the application domain. We met 
fundamental limitations in applying the results in this man
ner, but are still attempting to integrate what we learned 
about human behavior into a computer system tasked to 
perform a similar task. This is a form of cognitive modell
ing that does not attempt to achieve a veridical model of the 
human processes but instead seeks an efficacious 
methodology by which the machine can perform a similar 
function. 

The critic paradigm is a powerful approach to cooperative 
problem solving in which a user model can playa role. It 
can be used to guide criticism, to customize explanations, 
and to provide the information for contextual tutoring. The 
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Figure 7: The User Database 

research described in this paper focused on acquiring a user 
model for USP-CRITlC, a system that suggests transfor
mations 10 improve USP code. It was found that when 
human experts analyze the code of other programmers, they 
look for certain cues, from which they make inferences 
about the programmer's knowledge and ability. Many of 
the same cues can be extracted from the code with tools 
that have been developed in the context of USP-CRITlC 
research. A large subset of the cues, however. depends on 
problem-specific and general world knowledge that a 
computer-based critic does not have. A simple user model 
has been created that shows the value of the easily identifi
able cues. Research is continuing into how knowledge 
should be represented within the user model. how the ac
curacy of that knowledge should be verified, and how the 
model can be used by other critic system components. 
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